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Preface
Ceph, a unified, highly resilient, distributed storage system that provides block, object, and file
access, has enjoyed a surge in popularity over the last few years. Due to being open source, Ceph has
enjoyed rapid adoption both from developers and end users alike, with several well-known
corporations being involved in the project. With every new release, the scale of its performance and
feature set continues to grow, further enhancing Ceph's status.
With the current ever-increasing data storage requirements and challenges faced by legacy RAIDbased systems, Ceph is well placed to offer an answer to these problems. As the world moves
forward adopting new cloud technologies and object-based storage, Ceph is ready and waiting to be
the driving force as part of the new era of storage technologies.
In this book, we will cover a wide variety of topics, from installing and managing a Ceph cluster to
how to recover from disasters, should you ever find yourself in that situation. For those that have
interest in getting their applications to talk directly to Ceph, this book will also show you how to
develop applications that make use of Ceph's libraries and even how to perform distributed
computing by inserting your own code into Ceph. By the end of this book, you will be well on your
way to mastering Ceph.

What this book covers
Chapter 1,

Planning for Ceph, covers the basics of how Ceph works, its basic architecture, and what
some good use cases are. It also discusses the steps that one should take to plan before implementing
Ceph, including design goals, proof of concept, and infrastructure design.
Chapter 2,

Deploying Ceph, is a no-nonsense step-by-step instructional chapter on how to set up a Ceph
cluster. This chapter covers the ceph-deploy tool for testing and goes onto covering Ansible. A
section on change management is also included, and it explains how this is essential for the stability
of large Ceph clusters. This chapter also serves the purpose of providing you with a common
platform you can use for examples later in the book.
BlueStore, explains that Ceph has to be able to provide atomic operations around data and
metadata and how filestore was built to provide these guarantees on top of standard filesystems. We
will also cover the problems around this approach. The chapter then introduces BlueStore and
explains how it works and the problems that it solves. This will include the components and how they
interact with different types of storage devices. We will also have an overview of key-value stores,
including RocksDB, which is used by BlueStore. Some of the BlueStore settings and how they
interact with different hardware configurations will be discussed.
Chapter 3,

Erasure Coding for Better Storage Efficiency, covers how erasure coding works and how
it's implemented in Ceph, including explanations of RADOS pool parameters and erasure coding
profiles. A reference to the changes in the Kraken release will highlight the possibility of appendoverwrites to erasure pools, which will allow RBDs to directly function on erasure-coded pools.
Performance considerations will also be explained. This will include references to BlueStore, as it is
required for sufficient performance.
Finally, we have step-by-step instructions on actually setting up erasure coding on a pool, which can
be used as a mechanical reference for sysadmins.
Chapter 4,

Developing with Librados, explains how Librados is used to build applications that can
interact directly with a Ceph cluster. It then moves onto several different examples of using Librados
in different languages to give you an idea of how it can be used, including atomic transactions.
Chapter 5,

Distributed Computation with Ceph RADOS Classes, discusses the benefits of moving
processing directly into the OSD to effectively perform distributed computing. It then covers how to
get started with RADOS classes by building simple ones with Lua. It then covers how to build your
own C++ RADOS class into the Ceph source tree and conduct benchmarks against performing
processing on the client versus the OSD.
Chapter 6,

Monitoring Ceph, starts with a description of why monitoring is important and discusses the
difference between alerting and monitoring. The chapter will then cover how to obtain performance
counters from all the Ceph components and explain what some of the key counters mean and how to
convert them into usable values.
Chapter 7,

Tiering with Ceph, explains how RADOS tiering works in Ceph, where it should be used,
and its pitfalls. It takes you step-by-step through configuring tiering on a Ceph cluster and finally
covers the tuning options to extract the best performance for tiering. An example using Graphite will
demonstrate the value of being able to manipulate captured data to provide more meaningful output in
graph form.
Chapter 8,

Tuning Ceph, starts with a brief overview of how to tune Ceph and the operating system. It
also covers basic concepts of avoiding trying to tune something that is not a bottleneck. It will also
cover the areas that you may wish to tune and establish how to gauge the success of tuning attempts.
Finally, it will show you how to benchmark Ceph and take baseline measurements so that any results
achieved are meaningful. We'll discuss different tools and how benchmarks might relate to real-life
performance.
Chapter 9,

Troubleshooting, explains how although Ceph is largely autonomous in taking care of itself
and recovering from failure scenarios, in some cases, human intervention is required. We'll look at
common errors and failure scenarios and how to bring Ceph back to full health by troubleshooting
them.
Chapter 10,

Disaster Recovery, covers situations when Ceph is in such a state that there is a complete
loss of service or data loss has occurred. Less familiar recovery techniques are required to restore
access to the cluster and, hopefully, recover data. This chapter arms you with the knowledge to
attempt recovery in these scenarios.
Chapter 11,

What you need for this book
This book assumes medium-level knowledge of Linux operating systems and basic knowledge of
storage technologies and networking. Although the book will go through a simple multi-node setup of
a Ceph cluster, it is advisable that you have some prior experience of using Ceph. Although the book
uses VirtualBox, feel free to use any other lab environment, such as VMware Workstation.
This book requires that you have enough resources to run the whole Ceph lab environment. The
minimum hardware or virtual requirements are as follows:
CPU: 2 cores
Memory: 8 GB RAM
Disk space: 40 GB
You will need the following software:
VirtualBox
Vagrant
Internet connectivity is required to install the packages that are part of the examples in each chapter.

Who this book is for
To make use of the content of this book, basic prior knowledge of Ceph is expected. If you feel you
don't have that knowledge, it is always possible to catch up with the basics by having a quick read of
the major components from the official Ceph documentation, http://docs.ceph.com/docs/master/. This book is
essentially intended for Ceph cluster administrators. If you are already running a Ceph cluster, this
book can help you to gain a better understanding.

Conventions
In this book, you will find a number of text styles that distinguish between different kinds of
information. Here are some examples of these styles and an explanation of their meaning.
Code words in text, database table names, folder names, filenames, file extensions, pathnames,
dummy URLs, user input, and Twitter handles are shown as follows: "Learning about the differences
between ceph-deploy and orchestration tools."
A block of code is set as follows:
nodes = [
{ :hostname
},
{ :hostname
{ :hostname
{ :hostname

=> 'ansible', :ip => '192.168.0.40', :box => 'xenial64'
=> 'mon1', :ip => '192.168.0.41', :box => 'xenial64' },
=> 'mon2', :ip => '192.168.0.42', :box => 'xenial64' },
=> 'mon3', :ip => '192.168.0.43', :box => 'xenial64' },

Any command-line input or output is written as follows:
vagrant plugin install vagrant-hostmanager

New terms and important words are shown in bold. Words that you see on the screen, for example,
in menus or dialog boxes, appear in the text like this: "It has probed OSDs 1 and 2 for the data, which
means that it didn’t find anything it needed. It wants to try and pol OSD 0, but it can’t because the
OSD is down, hence the message as starting or marking this osd lost may let us proceed appeared."
Warnings or important notes appear in a box like this.

Tips and tricks appear like this.

Reader feedback
Feedback from our readers is always welcome. Let us know what you think about this book-what you
liked or disliked. Reader feedback is important for us as it helps us develop titles that you will really
get the most out of.
To send us general feedback, simply e-mail feedback@packtpub.com, and mention the book's title in the
subject of your message.
If there is a topic that you have expertise in and you are interested in either writing or contributing to
a book, see our author guide at www.packtpub.com/authors.

Customer support
Now that you are the proud owner of a Packt book, we have a number of things to help you to get the
most from your purchase.

Downloading the example code
You can download the example code files for this book from your account at http://www.packtpub.com. If
you purchased this book elsewhere, you can visit http://www.packtpub.com/support and register to have the
files e-mailed directly to you.
You can download the code files by following these steps:
1.
2.
3.
4.

Log in or register to our website using your e-mail address and password.
Hover the mouse pointer on the SUPPORT tab at the top.
Click on Code Downloads & Errata.
Enter the name of the book in the Search box.

5. Select the book for which you're looking to download the code files.
6. Choose from the drop-down menu where you purchased this book from.
7. Click on Code Download.
Once the file is downloaded, please make sure that you unzip or extract the folder using the latest
version of:
WinRAR / 7-Zip for Windows
Zipeg / iZip / UnRarX for Mac
7-Zip / PeaZip for Linux
The code bundle for the book is also hosted on GitHub at https://github.com/PacktPublishing/Mastering-Ceph. We
also have other code bundles from our rich catalog of books and videos available at https://github.com/Pac
ktPublishing/. Check them out!

Downloading the color images of this book
We also provide you with a PDF file that has color images of the screenshots/diagrams used in this
book. The color images will help you better understand the changes in the output. You can download
this file from https://www.packtpub.com/sites/default/files/downloads/MasteringCeph_ColorImages.pdf.

Errata
Although we have taken every care to ensure the accuracy of our content, mistakes do happen. If you
find a mistake in one of our books-maybe a mistake in the text or the code-we would be grateful if you
could report this to us. By doing so, you can save other readers from frustration and help us improve
subsequent versions of this book. If you find any errata, please report them by visiting http://www.packtpub
.com/submit-errata, selecting your book, clicking on the Errata Submission Form link, and entering the
details of your errata. Once your errata are verified, your submission will be accepted and the errata
will be uploaded to our website or added to any list of existing errata under the Errata section of that
title.
To view the previously submitted errata, go to https://www.packtpub.com/books/content/supportand enter the name
of the book in the search field. The required information will appear under the Errata section.

Piracy
Piracy of copyrighted material on the Internet is an ongoing problem across all media. At Packt, we
take the protection of our copyright and licenses very seriously. If you come across any illegal copies
of our works in any form on the Internet, please provide us with the location address or website name
immediately so that we can pursue a remedy.
Please contact us at copyright@packtpub.com with a link to the suspected pirated material.
We appreciate your help in protecting our authors and our ability to bring you valuable content.

Questions
If you have a problem with any aspect of this book, you can contact us at questions@packtpub.com, and we
will do our best to address the problem.

Planning for Ceph
The first chapter of this book covers all the areas you need to consider when looking to deploy a
Ceph cluster from initial planning stages to hardware choices. Topics covered in this chapter are as
follows:
What Ceph is and how it works
Good use cases for Ceph and important considerations
Advice and best practices on infrastructure design
Ideas around planning a Ceph project

What is Ceph?
Ceph is an open source, distributed, scale-out, software-defined storage (SDS) system, which can
provide block, object, and file storage. Through the use of the Controlled Replication Under
Scalable Hashing (CRUSH) algorithm, Ceph eliminates the need for centralized metadata and can
distribute the load across all the nodes in the cluster. Since CRUSH is an algorithm, data placement is
calculated rather than being based on table lookups and can scale to hundreds of petabytes without the
risk of bottlenecks and the associated single points of failure. Clients also form direct connections
with the server storing the requested data and so their is no centralised bottleneck in the data path.
Ceph provides the three main types of storage, being block via RADOS Block Devices (RBD), file
via Ceph Filesystem (CephFS), and object via the Reliable Autonomous Distributed Object Store
(RADOS) gateway, which provides Simple Storage Service (S3) and Swift compatible storage.
Ceph is a pure SDS solution and as such means that you are free to run it on commodity hardware as
long as it provides the correct guarantees around data consistency. More information on the
recommended types of hardware can be found later on in this chapter. This is a major development in
the storage industry which has typically suffered from strict vendor lock-in. Although there have been
numerous open source projects to provide storage services. Very few of them have been able to offer
the scale and high resilience of Ceph, without requiring propriety hardware.
It should be noted that Ceph prefers consistency as per the CAP theorem and will try at all costs to
make protecting your data the biggest priority over availability in the event of a partition.

How Ceph works?
The core storage layer in Ceph is RADOS, which provides, as the name suggests, an object store on
which the higher level storage protocols are built and distributed. The RADOS layer in Ceph
comprises a number of OSDs. Each OSD is completely independent and forms peer-to-peer
relationships to form a cluster. Each OSD is typically mapped to a single physical disk via a basic
host bus adapter (HBA) in contrast to the traditional approach of presenting a number of disks via a
Redundant Array of Independent Disks (RAID) controller to the OS.
The other key component in a Ceph cluster are the monitors; these are responsible for forming cluster
quorum via the use of Paxos. By forming quorum the monitors can be sure that are in a state where
they are allowed to make authoritative decisions for the cluster and avoid split brain scenarios. The
monitors are not directly involved in the data path and do not have the same performance
requirements as OSDs. They are mainly used to provide a known cluster state including membership,
configuration, and statistics via the use of various cluster maps. These cluster maps are used by both
Ceph cluster components and clients to describe the cluster topology and enable data to be safely
stored in the right location.
Due to the scale that Ceph is intended to be operated at, one can appreciate that tracking the state and
placement of every single object in the cluster would become computationally very expensive. Ceph
solves this problem using CRUSH to place the objects into groups of objects named placement
groups (PGs). This reduces the need to track millions of objects to a much more manageable number
in the thousands range.
Librados is a Ceph library that can be used to build applications that interact directly with the
RADOS cluster to store and retrieve objects.
For more information on how the internals of Ceph work, it would be strongly recommended to read
the official Ceph documentation and also the thesis written by Sage Weil, the creator and primary
architect of Ceph.

Ceph use cases
Before jumping into a specific use case, let's cover some key points that should be understood and
considered before thinking about deploying a Ceph cluster.

Replacing your storage array with Ceph
Ceph should not be compared with a traditional scale-up storage array. It is fundamentally different,
and trying to shoehorn Ceph into that role using existing knowledge, infrastructure, and expectation
will lead to disappointment. Ceph is Software Defined Storage (SDS) whose internal data
movements operate over TCP/IP networking. This introduces several extra layers of technology and
complexity compared with a SAS cable at the rear of a traditional storage array.

Performance
Due to Ceph's distributed approach, it can offer unrestrained performance compared with scale-up
storage arrays, which typically have to funnel all I/O through a pair of controller heads.
Although technology has constantly been providing new faster CPUs and faster network speeds, there
is still a limit to the performance you can expect to achieve with just a pair of controllers. With recent
advances in flash technology combined with new interfaces such as Non-volatile Memory Express
(NVMe), the scale-out nature of Ceph provides a linear increase in CPU and network resource with
every added OSD node.
Let us also consider where Ceph is not a good fit for performance, and this is mainly around use
cases where extremely low latency is desired. For the very reason that enables Ceph to become a
scale-out solution, it also means that low latency performance will suffer. The overhead of software
and additional network hops means that latency will tend to be about double that of a traditional
storage array and 10 times that of local storage. A thought should be given to selecting the best
technology for given performance requirements. That said, a well-designed and tuned Ceph cluster
should be able to meet performance requirements in all but the most extreme cases.

Reliability
Ceph is designed to provide a highly fault-tolerant storage system by the scale-out nature of its
components. Although no individual component is highly available, when clustered together any
component should be able to fail without causing an inability to service client requests. In fact, as
your Ceph cluster grows, the failure of individual components should be expected and become part of
normal operating conditions. However, Ceph's ability to provide a resilient cluster should not be an
invitation to compromise on hardware or design choice. Doing so will likely lead to failure. There
are several factors that Ceph assumes your hardware will meet, which are covered later in this
chapter.
Unlike RAID where disk rebuilds with larger disks can now stretch into time periods measured in
weeks, Ceph will often recover from single disk failures in a matter of hours. With the increasing
trend of larger capacity disks, Ceph offers numerous advantages to both the reliability and degraded
performance when compared with a traditional storage array.

The use of commodity hardware
Ceph is designed to be run on commodity hardware, which gives the ability to be able to design and
build a cluster without the premium demanded by traditional tier 1 storage and server vendors. This
can be both a blessing and a curse. Be able to choose your own hardware that allows you to build
your Ceph infrastructure to exactly match your requirements. However, one thing branded hardware
does offer is compatibility testing; it's not unknown for strange exotic firmware bugs to be
discovered, which can cause very confusing symptoms. A thought should be applied to whether your
IT teams have the time and skills to cope with any obscure issues that may crop up with untested
hardware solutions.
The use of commodity hardware also protects against the traditional fork lift upgrade model, where
the upgrade of a single component often requires the complete replacement of the whole storage array.
With Ceph you can replace individual components in a very granular nature, and with automatic data
balancing, lengthy data migration periods are avoided. The distributed nature of Ceph means that
hardware replacement or upgrades can be done during working hours without effecting service
availability.

Specific use cases
We will now cover some of the more common uses cases for Ceph and discuss some of the reasons
behind them.

OpenStack- or KVM-based virtualization
Ceph is the perfect match to provide storage to an OpenStack environment. In fact, Ceph currently is
the most popular choice. OpenStack Cinder block driver uses Ceph RBDs to provision block
volumes for VMs and OpenStack Manila, the Shared File System service (FaaS), integrates well
with CephFS. There are a number of reasons why Ceph is such a good solution for OpenStack:
Both are open source projects with commercial offerings
Both have a proven track record in large-scale deployments
Ceph can provide block, CephFS, and object storage, all of which OpenStack can use
It is possible to deploy a hyper converged cluster with careful planning
If you are not using OpenStack or have no plans to use it, Ceph also integrates very well with KVM
virtualization.

Large bulk block storage
Due to the ability to design and build cost-effective OSD nodes, Ceph enables you to build large
high-performance storage clusters that are very cost-effective compared with alternative options.
However, due to the recommended 3x replication, storage efficiency as calculated against raw
storage cannot match traditional RAID JBOD (short for Just a Bunch of Disks) on price or power
consumption. However, a lot of the benefits surrounding availability and performance may still make
this use case attractive. Erasure coding support for use with RBD's, which should be available by the
Luminous release, will close this gap greatly. If your archival requirement allows you to store data in
objects, then erasure pools will enable you to match RAID on price and is a very attractive solution.

Object storage
By the very fact that the core RADOS layer is an object store means that Ceph excels at providing
object storage either via the S3 or Swift protocols. If cost, latency, or data security are a concern over
using public cloud object storage solutions, running your own Ceph cluster to provide object storage
can be an ideal use case.

Object storage with custom application
Using librados, you can get your in-house application to directly talk to the underlying Ceph RADOS
layer. This can greatly simplify the development of your application and gives you direct access to
highly performant reliable storage. Some of the more advanced features of librados, which allow you
to bundle a number of operations into a single atomic operation, are also very hard to do with existing
storage solutions.

Distributed filesystem – web farm
A farm of web servers all need to access the same files so that they can all serve the same content no
matter which one the client connects to. Traditionally, a high-availability (HA) NFS solution would
be used to provide distributed file access but can start to hit several limitations at scale. CephFS can
provide a distributed filesystem to store the web content and allow it to be mounted across all the
web servers in the farm.

Distributed filesystem – SMB file server
replacement
There are several interactions between CephFS and Samba, which have not been refined, meaning
that the end solution would not work as well as expected. Samba can successfully be used to present
a CephFS filesystem, but the lack of HA and stable snapshots means that it will often be a poor
replacement. As of the publication of this book, this is not currently a recommended use case for
Ceph.

Infrastructure design
While considering infrastructure design we need to take care of certain components. We will now
briefly look at this components.

SSDs
SSDs are great. They have come down enormously in price over the past 10 years, and every
evidence suggests that they will continue to do so. They have the ability to offer access times several
orders of magnitude lower than rotating disks and consume less power.
One important concept to understand about SSDs is that although their read and write latencies are
typically measured in 10's of microseconds, to overwrite an existing data in a flash block, it requires
the entire flash block to be erased before the write can happen. A typical flash block size in SSD may
be 128 KB, and even a 4 KB write I/O would require the entire block to be read, erased and then the
existing data and new I/O to be finally written. The erase operation can take several milliseconds and
without clever routines in the SSD firmware, would make writes painfully slow. To get around this
limitation, SSDs are equipped with a RAM buffer, so they can acknowledge writes instantly, whereas
the firmware internally moves data around flash blocks to optimize the overwrite process and wear
leveling. However, the RAM buffer is volatile memory and would normally result in the possibility
of data loss and corruption in the event of sudden power loss. To protect against this, SSDs can have
power loss protection, which is accomplished by having a large capacitor on board, to store enough
power to flush any outstanding writes to flash.
One of the biggest trends in recent years is the different tiers of SSDs that have become available.
Broadly speaking, these can be broken down into the following categories.

Consumer
These are the cheapest you can buy and are pitched at the average PC user. They provide a lot of
capacity very cheaply and offer fairly decent performance. They will likely offer no power loss
protection and will either demonstrate extremely poor performance when asked to do synchronous
writes or lie about stored data integrity. They will also likely have very poor write endurance, but
still more than enough for standard use.

Prosumer
These are a step up from the consumer models and will typically provide better performance and
have higher write endurance although still far off what enterprise SSDs provide.
Before moving on to the enterprise models, it is worth just covering why you should not under any
condition use the earlier-mentioned models of SSDs for Ceph:
Lack of proper power loss protection will either result in extremely poor performance or not
ensure proper data consistency
Firmware is not as heavily tested as enterprise SSDs often revealing data corrupting bugs
Low write endurance will mean that they will quickly wear out, often ending in sudden failure
Due to high wear and failure rates, their initial cost benefits rapidly disappear
The use of consumer SSDs with Ceph will result in poor performance and increase the chance of
catastrophic data loss.

Enterprise SSDs
The biggest difference between consumer and enterprise SSDs is that an enterprise SSD should
provide the guarantee that when it responds to the host system confirming that data has been safely
stored, it actually is. That is to say, that if power is suddenly removed from a system all data that the
operating system believes was committed to disk will be safely stored in flash. Furthermore, it should
also be expected that in order to accelerate writes but maintain the data safety condition, the SSDs
will contain super capacitors to provide just enough power to flush the SSDs RAM buffer to flash in
the event of a power loss condition.
Enterprise SSDs are normally provided in a number of different flavors to provide a wide cost per
GB options balanced against write endurance.

Enterprise – read intensive
Read intensive SSDs are a bit of a marketing term. All SSDs will easily handle reads, but the name is
referring to the lower write endurance. They will, however, provide the best cost per GB. These
SSDs will often only have a write endurance of around 0.3-1 over a 5 year period drive writes per
day (DWPD). That is to say you should be able to write 400 GB a day to a 400 GB SSD and expect
it to still be working in 5 years' time. If you write 800 GB a day to it, it will only be guaranteed to last
2.5 years. In general, for most Ceph workloads, these ranges of SSDs are normally deemed to not
have enough write endurance.

Enterprise – general usage
General usage SSDs will normally provide 3-5 DWPD and are a good balance of cost and write
endurance. For using in Ceph, they will normally be a good choice for a SSD-based OSD assuming
that the workload on the Ceph cluster is not planned to be overly write heavy.

Enterprise – write intensive
Write intensive SSDs are the most expensive type; they will often offer write endurances up to and
over 10 DWPD. They should be used for journals for spinning disks in Ceph clusters or also for
SSD-only OSDs if very heavy write workloads are planned.
Currently, Ceph uses filestore as its method of storing objects on disks. The details of how and why
filestore works is covered later in Chapter 3, BlueStore. For now, it's important to understand that due
to the limitations in normal POSIX filesystems to be able to provide atomic transactions to the
several pieces of data Ceph needs to write a journal is used. If no separate SSD is used for the
journal, a separate partition is created for it. Every write that the OSD handles will first be written to
the journal and then flushed to the main storage area on the disk. This is the main reason why using
SSD for a journal for spinning disks is advised. The double write severely impacts spinning disk
performance, which is mainly caused by the random nature of the disk heads moving between the
journal and data areas.
Likewise, SSD OSD still requires a journal, and so it will experience approximately double the
number of writes and thus provide half the client performance expected.
As can now be seen, not all models of SSDs are equal, and Ceph's requirements can make choosing
the correct one a tough process. Fortunately, a quick test can be carried out to establish SSD's
potential for use as a Ceph journal.

Memory
Official recommendations are for 1 GB of memory for every 1 TB of storage. In truth, there are a
number of variables that lead to this recommendation, but suffice to say that you never want to find
yourself where your OSDs are running low on memory and any excess memory will be used to
improve performance.
Aside from the baseline memory usage of OSD, the main variable effecting memory usage is the
number of PGs running on OSD. Although total data size does have an impact on memory usage, it is
dwarfed by the effect of the number of PGs. A healthy cluster running within the recommendations of
200 PGs per OSD will probably use less than 2 GB of RAM per OSD. However, in a cluster where
the number of PGs has been set higher against best practice, memory usage will be higher. It is also
worth noting that when OSD is removed from a cluster, extra PGs will be placed on remaining OSDs
to rebalance the cluster; this will also increase memory usage as well as the recovery operation itself.
This spike in memory usage can sometimes be the cause of cascading failures if insufficient ram has
been provisioned. A large swap partition on SSD should always be provisioned to reduce the risk of
the Linux out-of-memory (OOM) killer randomly killing OSD processes in the event of a low
memory situation.
As a minimum, look to provision around 2 GB per OSD + OS overheads, but this should be treated as
the bare minimum and 4 GB per OSD would be recommended.
Depending on your workload and size of spinning disks being used for the Ceph OSDs, extra memory
may be required to ensure that the operating system can sufficiently cache the directory entries and
file nodes from the filesystem used to store the Ceph objects. This may have a bearing on the RAM
you wish to configure your nodes with and is covered in more detail in the tuning section of the book.
Regardless of the configured memory size, ECC memory should be used at all times.

CPU
Ceph's official recommendations are for 1 GHz of CPU power per OSD. Unfortunately, in real life,
it's not quite as simple as this. What the official recommendations don't point out is that a certain
amount of CPU power is required per I/O, and it's not just a static figure. Thinking about it, this makes
sense; the CPU is only used when there is something to be done. No I/O, no CPU is required. This,
however, scales the other way, more I/O, more CPUs are required. The official recommendation is a
good safe bet for spinning disk-based OSDs. An OSD node equipped with fast SSDs can often find
itself consuming several times this recommendation. To complicate things further, the CPU
requirements vary depending on I/O size as well with larger I/Os requiring more CPU.
If the OSD node starts to struggle for CPU resource, it can lead to OSDs to start timing out and get
marked out from the cluster, often to rejoin several seconds later. This continual loss and recovery
tends to place more strain on the already limited CPU resource causing cascading failures.
A good figure to aim for would be around 1-10 MHz per I/O, corresponding to 4 KB-4 MB I/Os,
respectively. As always, testing should be carried out before going live to confirm that CPU
requirements are met both in normal and stressed I/O loads.
Another aspect of CPU selection, which is key to determine performance in Ceph, is the clock speed
of the cores. A large proportion of the I/O path in Ceph is single threaded and so a faster clocked core
will run through this code path faster leading to lower latency. Due to the limited thermal design of
most CPUs, there is often a trade-off of clock speed as the number of cores increases. High core count
CPUs with high clock speeds also tend to be placed at the top of the pricing structure. Therefore, it is
beneficial to understand your I/O and latency requirements to choose the best CPU.
A small experiment was done to find the effect of CPU clock speed against write latency. A Linux
workstation running Ceph had its CPU clock manually adjusted using the userspace governor. The
following results clearly show the benefit of high-clocked CPUs:
CPU MHz

4 KB write I/O

Average latency (microseconds)

1600

797

1250

2000

815

1222

2400

1161

857

2800

1227

812

3300

1320

755

4300

1548

644

If low latency and especially low write latency is important, then go for the highest clocked CPUs you
can get, ideally at least higher than 3 GHz. This may require a compromise in SSD only nodes on how

many cores are available and thus how many SSDs each node can support. For nodes with 12
spinning disks and SSD journals, single socket quad core processors make an excellent choice as they
are often available with very high clock speeds and are very aggressively priced.
Where latency is not as important, for example, object workloads, look at entry-level processors with
well-balanced core counts and clock speeds.
Another consideration around CPU and motherboard choice should be around the number of sockets.
In Dual socket designs, the memory, disk controllers, and network interface controllers (NICs) are
shared between the sockets. When data required by one CPU is required from a resource located on
another CPU's socket, it must cross the interlink bus between the two CPUs. Modern CPUs have highspeed interconnects, but they do introduce some performance penalty and thought should be given to
whether a single socket design is achievable. There are some options given in the tuning section on
how to work around some of these possible performance penalties.

Disks
When choosing the disks to build a Ceph cluster with, there is always the temptation to go with the
biggest disks you can, as the figures look great on paper. Unfortunately, in reality, this is often not a
great choice. Although disks have dramatically increased in capacity over the past 20 years, their
performance hasn't. First, ignore any sequential MBps figures, and you will never see them in
enterprise workloads. There is always something making the I/O pattern nonsequential enough that it
might as well be random. Second, remember these figures:
7.2k disks = 70-80 4k IOPS
10k disks = 120-150 4k IOPS
15k disks = You should be using SSDs
As a general rule, if you are designing a cluster that will offer active workloads rather than bulk
inactive/archive storage. Design for the required Input/Output Operations Per Second (IOPS), not
capacity. If your cluster will contain largely spinning disks with the intention of providing storage for
an active workload, an increased number of smaller capacity disks are normally preferred over the
use of larger disks. With the decrease in cost of SSD capacity, serious thought should be given to
using them in your cluster, either as a cache tier or even for a full SSD cluster.
A thought should also be given to the use of SSDs as either journals with Ceph's filestore or for
storing the DB and write-ahead log (WAL) when using BlueStore. Filestore performance is
dramatically improved when using SSD journals and would not be recommended to be used without
unless the cluster is designed to be used with very cold data.
Also, consider that the default replication level of 3 will mean that each client write I/O will generate
at least 3x the I/O on the backend disks. In reality, due to the internal mechanisms in Ceph, this
number in some instances will be nearer six times write amplification. If no SSD journals are to be
used in the cluster, then this number might be nearer 12 times write amplification in the worst case
scenarios.
Understand that although Ceph enables much more rapid recovery from a failed disk as every disk in
the cluster will take part in the recovery. However, larger disks still pose a challenge, particularly
when looking at having to recover from a node failure. In a cluster comprising 10 1 TB disks each
50% full, in the event of a disk failure, the remaining disks would have to recover 500 GB of data
between them or around 55 GB each. At an average recovery speed of 20 MBps, recovery would be
expected in around 45 minutes. A cluster with a hundred 1 TB disks would still only have to recover
500 GB of data, but this time, that task is shared between 99 disks. In theory for the larger cluster to
recover from a single disk failure, it would take around four minutes. In reality, these recovery times
will be higher as there are additional mechanisms at work, which increases recovery time. In smaller
clusters, recovery times should be a key factor when selecting disk capacity.

Networking
The network is a key and often overlooked component in a Ceph cluster; a poorly designed network
can often lead to a number of problems that manifest themselves in peculiar ways and make for a
confusing troubleshooting session.

10G networking requirement
10G networking is strongly recommended for building a Ceph cluster, while 1G networking will
work; latency will be pushing on the bounds of being unacceptable and will limit you to the size of
nodes you can deploy. A thought should also be given to recovery; in the event of a disk or node
failure, large amounts of data will need to be moved around the cluster. Not only will a 1G network
be able to provide sufficient performance for this, but normal I/O traffic will be impacted. In the very
worst of cases, this may lead to OSDs timing out causing cluster instabilities.
As mentioned, one of the main benefits of 10G networking is the lower latency. Quite often a cluster
will never push enough traffic to make full use of the 10G bandwidth; however, the latency
improvement is realized, no matter the load on the cluster. The round time trip for a 4k packet over a
10G network might take around 90 microseconds, and the same 4k packet over 1G networking will
take over 1 milliseconds. In the tuning section of this book, you will learn that latency has a direct
effect on the performance of a storage system, particularly when performing direct or synchronous
I/O.
If your OSD node will come equipped with dual NICs, strongly look into a network design that
allows you to use them active/active for both transmit and receive. It's wasteful to leave a 10G link in
a passive state and will help to lower latency under load.

Network design
A good network design is an important step to bringing a Ceph cluster online. If your networking is
handled by another team, make sure that they are included at all stages of the design as often an
existing network will not be designed to handle Ceph's requirements, leading to both poor Ceph
performance as well as impacting existing systems.
It's recommended that each Ceph node be connected via redundant links to two separate switches so
that in the event of a switch failure, the Ceph node is still accessible. Stacking switches should be
avoided if possible, as they can introduce single points of failure and in some cases are both required
to be offline to carry out firmware upgrades.
If your Ceph cluster will be contained purely in one set of switches, feel free to skip this next section.
Traditional networks were mainly designed around a North-South access path, where clients at the
North, access data through the network to servers at the South. If a server connected to an access
switch needed to talk to another server connected to another access switch, the traffic would be
routed through the core switch. Due to this access pattern, the access and aggregation layers that feed
into the core layer were not designed to handle a lot of intraserver traffic, which is fine for the
environment they were designed to support. Server-to-server traffic is named East-West traffic and is
becoming more prevalent in the modern data center as applications become less isolated and require
data from several other servers.
Ceph generates a lot of East-West traffic, not only from internal cluster replication traffic, but also
from other servers consuming Ceph storage. In large environments, the traditional core, aggregation,
and access layer design may struggle to cope as large amounts of traffic will be expected to be routed
through the core switch. Faster switches can be obtained, and faster or more uplinks can be added;
however, the underlying problem is that you are trying to run a scale-out storage system on a scale-up
network design. Following image shows a typical network design with Core, Aggregation and Access
layers. Typically only a single link from the access to the aggregation layer will be active.

A design that is becoming very popular in data centers is leaf-spine design. This approach completely
gets rid of the traditional model and instead replaces it with two layers of switches: the spine layer
and the leaf layer. The core concept is that each leaf switch connects to every spine switch so that any

leaf switch is only one hop anyway from any other leaf switch. This provides consistent hop latency
and bandwidth. Following is an example of a leaf spine toplogy. Depending on failure domains you
may wish to have single or multiple leaf switches per rack for redundancy.

The leaf layer is where the servers connect into and is typically made up of a large number of 10G
ports and a handful of 40G or faster uplink ports to connect into the spine layer.
The spine layer won't normally connect directly into servers, unless there are certain special
requirements and will just serve as an aggregation point for all the leaf switches. The spine layer will
often have higher port speeds to reduce any possible contention of the traffic coming out of the leaf
switches.
Leaf spine networks are typically moving away from pure layer 2 topology, where layer 2 domain is
terminated on the leaf switches and layer 3 routing is done between the leaf and spine layer. This is
advised to be done using dynamic routing protocols, such as Border Gateway Protocol (BGP) or
Open Shortest Path First (OSPF), to establish the routes across the fabric. This brings numerous
advantages over large layer 2 networks. Spanning tree, which is typically used in layer 2 networks to
stop switching loops, works by blocking an uplink, when using 40G uplinks; this is a lot of bandwidth
to lose. When using dynamic routing protocols with a layer 3 design, Equal-cost multi-path (ECMP)
routing can be used to fairly distribute data over all uplinks to maximize the available bandwidth. In
the example of a leaf switch connected to two spine switches via a 40G uplink, there would be 80G
of bandwidth available to any other leaf switch in the topology, no matter where it resides.
Some network designs take this even further and push the layer 3 boundary down to the servers by
actually running these routing protocols on servers as well so that ECMP can be used to simplify the
use of both NICs on the server in an active/active fashion. This is named Routing on the Host.

OSD node sizes
A common approach when designing nodes for use with Ceph is to pick a large capacity server,
which contains large numbers of disks slots. In certain designs, this may be a good choice, but for
most scenarios with Ceph, smaller nodes are more preferable. To decide on the number of disks each
node in your Ceph cluster should contain, there are a number of things you should consider, some of
the main considerations are listed as follows.

Failure domains
If your cluster will have less than 10 nodes, this is probably the most important point.
With legacy scale-up storage, the hardware is expected to be 100% reliable. All components are
redundant, and the failure of a complete component such as a system board or disk JBOD would
likely cause an outage. Therefore, there is no real knowledge of how such a failure might impact the
operation of the system, just the hope that it doesn't happen! With Ceph, there is an underlying
assumption that complete failure of a section of your infrastructure, be that a disk, node, or even rack
should be considered as normal and should not make your cluster unavailable.
Let's take two Ceph clusters both comprising 240 disks. Cluster A comprises 20x12 disk nodes;
Cluster B comprises 4x60 disk nodes. Now, let's take a scenario where for whatever reason a Ceph
OSD node goes offline. It could be due to planned maintenance or unexpected failure, but that node is
now down and any data on it is unavailable. Ceph is designed to mask this situation and will even
recover from it whilst maintaining full data access.
In the case of cluster A, we have now lost 5% of our disks and in the event of a permanent loss would
have to reconstruct 72 TB of data. Cluster B has lost 25% of its disks and would have to reconstruct
360 TB. The latter would severely impact the performance of the cluster, and in the case of data
reconstruction, this period of degraded performance could last for many days.
It's clear that on smaller sized clusters, these very large dense nodes are not a good idea. A 10 Ceph
node cluster is probably the minimum size if you want to reduce the impact of node failure, and so in
the case of 60 drive JBODs, you would need a cluster that at minimum is measured in petabytes.

Price
One often cited reason for wanting to go with large dense nodes is to try and drive down the cost of
the hardware purchase. This is often a false economy as dense nodes tend to require premium parts
that often end up costing more per GB than less dense nodes.
For example, a 12 disk node may only require a single quad processor to provide enough CPU
resource for OSDs. A 60 bay enclosure may require dual 10 core processors or greater, which are a
lot more expensive per GHz provided. You may also need larger Dual In-line Memory Modules
(DIMMs), which demand a premium and perhaps even increased numbers of 10G or even 40G NICs.
The bulk of the cost of the hardware will be made up of the CPUs, memory, networking, and disks. As
we have seen, all of these hardware resource requirements scale linearly with the number and size of
disks. The only area that larger nodes may have an advantage in is requiring fewer motherboards and
power supplies, which is not a large part of the overall cost.

Power supplies
Servers can be configured with either single or dual redundant power supplies. Traditional
workloads normally demand dual power supplies to protect against downtime in the case of a power
supply or feed failure. If your Ceph cluster is large enough, then you may be able to look into the
possibility of running single PSUs in your OSD nodes and allow Ceph to provide the availability in
case of a power failure. Consideration should be given to the benefits of running a single power
supply versus the worst case situation where an entire feed goes offline at DC.

How to plan a successful Ceph implementation
In order to be certain your Ceph implementation will be succesfull, there are a number of rules you
should follow:
Use 10G networking as a minimum
Research and test the correctly sized hardware you wish to use
Don't use the nobarrier mount option
Don't configure pools with size=2 or minsize=1
Don't use consumer SSDs
Don't use RAID controllers in writeback without battery protection
Don't use configuration options you don't understand
Implement some form of change management
Do carry out power loss testing
Do have an agreed backup and recovery plan

Understanding your requirements and how it
relates to Ceph
As we have discussed, Ceph is not always the right choice for every storage requirement. Hopefully,
this chapter has given you the knowledge to be able to help you identify your requirements and match
them to Ceph's capabilities. Hopefully though, Ceph is a good fit for your use case and you can
proceed with the project.
Care should be taken to understand the requirements of the project including the following:
Who are the key stakeholders of the project, they will likely be the same people that will be able
to detail how Ceph will be used.
Collect details of what systems Ceph will need to interact with. If it becomes apparent, for
example, that unsupported operating systems are expected to be used with Ceph, this needs to be
flagged at an early stage.

Defining goals so that you can gauge if the
project is a success
Every project should have a series of goals that can help identify if the project has been a success.
Example goals may be:
Cost no more than X
Provide X IOPS or MBps of performance
Survive certain failure scenarios
Reduce ownership costs of storage by X
These goals will need to be revisited throughout the life of the project to make sure that it is on track.

Choosing your hardware
The infrastructure section of this chapter will have given you a good idea on the hardware
requirements of Ceph and the theory behind selecting the correct hardware for the project. The second
biggest cause of outages with a Ceph cluster is caused by poor hardware choices, making the right
choices early on in the design stage crucial.
If possible, check with your hardware vendor to see if they have any reference designs, these are
often certified by Red Hat and will take a lot of the hard work off your shoulders in trying to
determine if your hardware choices are valid. You can also ask Red Hat or your chosen Ceph support
vendor to validate your hardware; they will have had previous experience and will be able to guide
you around any questions you may have.
Finally, if you are planning on deploying and running your Ceph cluster entirely in-house without any
third-party involvement or support, consider reaching out to the Ceph community. The Ceph-users
mailing list is participated in by individuals from vastly different backgrounds stretching right round
the globe. There is a high chance that someone somewhere will be doing something similar to you and
will be able to advise you on hardware choice.

Training yourself and your team to use Ceph
As with all technologies, it's essential that Ceph administrators receive some sort of training. Once
the Ceph cluster goes live and becomes a business dependency, unexperienced administrators are a
risk to stability. Depending on your reliance on third-party support, various levels of training may be
required and may also determine if you look for a training course or self teach.

Running PoC to determine if Ceph has met the
requirements
A proof of concept (PoC) cluster should be deployed to test the design and identify any issues early
on before proceeding with full-scale hardware procurement. This should be treated as a decision
point in the project; don't be afraid to revisit goals or start design from fresh if any serious issues are
uncovered. If you have existing hardware of similar specifications, then it should be fine to use it in
the proof of concept, but the aim should be to try and test hardware that is as similar as possible to
what you intend to build the production cluster with, so as to be able to fully test the design.
As well as testing for stability, the PoC cluster should also be used to forecast if it looks likely that
the goals you have set for the project will be met.
The proof of concept stage is also a good time to firm up your knowledge on Ceph, practice day-today operations and test out features. This will be of benefit further down the line. You should also
take this opportunity to be as abusive as possible to your PoC cluster. Randomly pull out disks,
power off nodes, and disconnect network cables. If designed correctly, Ceph should be able to
withstand all of these events. Carrying out this testing now will give you the confidence to operate
Ceph at larger scale where these events will happen and also help you understand how to
troubleshoot them more easily if needed.

Following best practices to deploy your cluster
When deploying your cluster, attention should be paid to understanding the process rather than
following guided examples. This will give you better knowledge of the various components that make
up Ceph and should you encounter any errors during deployment or operation, you will be much better
placed to solve them. The next chapter of this book goes into more detail on deployment of Ceph,
including the use of orchestration tools.
Initially, it is recommended that the default options for both the operating system and Ceph are used. It
is better to start from a known state should any issues arise during deployment and initial testing.
RADOS pools replication level should be left at the default of 3 and the minimum replication level of
2. This corresponds to the pool variables of size and min_size, respectively. Unless there is both a good
understanding and reason for the impact of lowering these values, it would be unwise to change them.
The replication size determines how many copies of data will be stored in the cluster, and the effects
of lowering it should be obvious in terms of protection against data loss. Less understood is the effect
of min_size in relation to data loss and is a common reason for it.
The min_size variable controls how many copies the cluster must write to acknowledge the write back
to a client. A min_size of 2 means that the cluster must be able to write two copies of data; this can
mean in a severely degraded scenario that write operations are blocked if the PG has only
one remaining copy and will continue to do so until the PG is recovered to have two copies of the
object. This is the reason that there may be a desire to decrease min_size to 1 so that in this event,
cluster operations can still continue and if availability is more important than consistency, then this
can be a valid decision. However, with a min_size of 1, data may be written to only one OSD and there
is no guarantee that the number of desired copies will be met anytime soon. During that period, any
component failure will likely result in loss of data written in the degraded state. If summary downtime
is bad, data loss is typically worse and these two settings will probably have one of the biggest
impacts on the probability of data loss.

Defining a change management process
The biggest cause of data loss and outages with a Ceph cluster is normally human error, whether it be
by accidently running the wrong command or changing configuration options, which may have
unintended consequences. These incidents will likely become more common as the number of people
in the team administering Ceph grows. A good way of reducing the risk of human error causing
service interruptions or data loss is to implement some form of change control. This is covered in the
next chapter in more detail.

Creating a backup and recovery plan
Ceph is highly redundant and when properly designed should have no single point of failure and be
resilient to many types of hardware failures. However, one in a million situations do occur and as we
have also discussed, human error can be very unpredictable. In both cases, there is a chance that the
Ceph cluster may enter a state where it is unavailable or data loss occurs. In many cases, it may be
possible to recover some or all of the data and return the cluster to full operation. However, in all
cases, a full backup and recovery plan should be discussed before putting any live data onto a Ceph
cluster. Many businesses have gone out of business or lost faith from customers when it's revealed
that not only has there been an extended period of downtime, but critical data has also been lost. It
may be that as a result of discussion it is agreed that a backup and recovery plan is not required; this
is fine. As long as risks and possible outcomes have been discussed and agreed, that is the important
part.

Summary
In this chapter, you learned all the necessary steps to allow you to successfully plan and implement a
Ceph project. You learned about the available hardware choices, how they relate to Ceph's
requirements, and how they affect both Ceph's performance and reliability.
Finally, you will have awareness of the importance of the processes and procedures that should be in
place to ensure a healthy operating environment for your Ceph cluster.

Deploying Ceph
Once you have planned your Ceph project and are ready to either deploy a test or production cluster,
you will need to consider the method you wish to use to both deploy and maintain it. This chapter will
demonstrate how to quickly deploy test environments for testing and development by the use of
Vagrant. It will also explain the reasons why you might want to consider using an orchestration tool to
deploy Ceph rather than using the supplied Ceph tools. As a popular orchestration tool, Ansible will
be used to show how quickly and reliably a Ceph cluster can be deployed and the advantages that
using it can bring.
In this chapter, you will learn about the following topics:
Preparing a testing environment with Vagrant and VirtualBox
Learning about the differences between ceph-deploy and orchestration tools
The advantages of using orchestration tools
Installing and using Ansible
Configuring the Ceph Ansible modules
Deploying a test cluster with Vagrant and Ansible
Ideas around how to manage your Ceph configuration

Preparing your environment with Vagrant and
VirtualBox
Although a test cluster can be deployed on any hardware or virtual machine (VM), for the purposes
of this book, a combination of Vagrant and VirtualBox will be used. This will allow rapid
provisioning of the VMs and ensure a consistent environment.
VirtualBox is a free and open source type 2 (hosted) hypervisor currently being developed by
Oracle. Performance and features may be lacking compared with high-end hypervisors, but its
lightweight approach, and multi-OS support lends itself to be a prime candidate for testing.
Vagrant helps allow an environment that may comprise many machines to be created quickly and
efficiently. It works with the concepts of boxes, which are predefined templates for use with
hypervisors and its Vagrantfile, which defines the environment to be built. It supports multiple
hypervisors and allows a Vagrantfile to be portable across them.

System requirements
In order to be able to run the Ceph environment described later in this chapter, it's important that your
computer meets a number of following requirements to ensure that the VM can be provided with
sufficient resources:
An operating system (OS) compatible with Vagrant and VirtualBox; this includes Linux,
macOS, and Windows
2 Core CPU
8 GB RAM
Virtualization instructions enabled in the bios

Obtaining and installing VirtualBox
Visit the VirtualBox web site at https://www.virtualbox.org and download the package that is appropriate
with the OS you are using.

Setting up Vagrant
Perform the following steps in order to set up Vagrant:
1. Follow installation instructions from Vagrant's website https://www.vagrantup.com/downloads.html to get
Vagrant installed on your chosen OS:

2. Create a new directory for your Vagrant project; for example, ceph-ansible.
3. Change to this directory and run the following commands:

vagrant plugin install vagrant-hostmanager

The preceding command gives the following output:

vagrant box add bento/ubuntu-16.04

The preceding command gives the following output:

Now create an empty file named Vagrantfile and place the following into it:
nodes = [
{ :hostname => 'ansible', :ip => '192.168.0.40', :box
},
{ :hostname => 'mon1', :ip => '192.168.0.41', :box =>
{ :hostname => 'mon2', :ip => '192.168.0.42', :box =>
{ :hostname => 'mon3', :ip => '192.168.0.43', :box =>
{ :hostname => 'osd1', :ip => '192.168.0.51', :box =>
:ram => 1024, :osd => 'yes' },
{ :hostname => 'osd2', :ip => '192.168.0.52', :box =>
:ram => 1024, :osd => 'yes' },
{ :hostname => 'osd3', :ip => '192.168.0.53', :box =>
:ram => 1024, :osd => 'yes' }
]

=> 'xenial64'
'xenial64' },
'xenial64' },
'xenial64' },
'xenial64',
'xenial64',
'xenial64',

Vagrant.configure("2") do |config|
nodes.each do |node|
config.vm.define node[:hostname] do |nodeconfig|
nodeconfig.vm.box = "bento/ubuntu-16.04"
nodeconfig.vm.hostname = node[:hostname]
nodeconfig.vm.network :private_network, ip: node[:ip]
memory = node[:ram] ? node[:ram] : 512;
nodeconfig.vm.provider :virtualbox do |vb|
vb.customize [
"modifyvm", :id,
"--memory", memory.to_s,
]
if node[:osd] == "yes"
vb.customize [ "createhd", "--filename", "disk_osd-#
{node[:hostname]}", "--size", "10000" ]
vb.customize [ "storageattach", :id, "--storagectl", "SATA
Controller", "--port", 3, "--device", 0, "--type", "hdd",
"--medium", "disk_osd-#{node[:hostname]}.vdi" ]
end
end
end
config.hostmanager.enabled = true
config.hostmanager.manage_guest = true
end
end

Just in case if you encounter error in this step, you need to disable Hyper-V.

Run vagrant

up

to bring up the VMs defined in Vagrantfile:

Now let's connect to the ansible VM using ssh:
vagrant ssh ansible

The preceding command gives the following output:

If you are running Vagrant on Windows, the ssh command will inform you that you
need to use an SSH client of your choice and provide the details to use it.
PuTTY would be a good suggestion for an SSH client. On Linux, the command will connect you
straight onto the VM.
The username and password are both vagrant. After logging in, you should find yourself sitting at
the Bash shell of the ansible VM:

Simply type exit to return to your host machine.
Congratulations! You have just deployed three servers for using as Ceph monitors, three servers for

using as Ceph OSDs, and an Ansible server. Vagrantfile could have also contained extra steps to
execute commands on the servers to configure them, but for now, let's shut down the servers using the
following command; we can bring them back up for when needed by the examples later in this
chapter:
vagrant destroy --force

The ceph-deploy tool
is the official tool to deploy Ceph clusters. It works on the principle of having an admin
node with SSH access (without password) to all machines in your Ceph cluster; it also holds a copy
of the Ceph configuration file. Every time you carry out a deployment action, it uses SSH to connect
to your Ceph nodes to carry out the necessary steps. Although the ceph-deploy tool is an entirely
supported method, which will leave you with a perfectly functioning Ceph cluster, ongoing
management of Ceph will not be as easy as desired. Larger scale Ceph clusters will also cause a lot
of management overheads if ceph-deploy is to be used. For this reason, it is recommended that cephdeploy is limited to test or small-scale production clusters, although as you will see, an orchestration
tool allows the rapid deployment of Ceph and is probably better suited for test environments where
you might need to continually build new Ceph clusters.
ceph-deploy

Orchestration
One solution to making the installation and management of Ceph easier is to use an orchestration tool.
There are several tools available, such as Puppet, Chef, Salt, and Ansible, all of which have Ceph
modules available. If you are already using an orchestration tool in your environment, then it would
be recommended that you stick to using that tool. For the purposes of this book, Ansible will be used;
this is for a number of reasons:
It's the favored deployment method of Red Hat, who are the owners of both the Ceph and
Ansible projects
It has a well-developed and mature set of Ceph roles and playbooks
Ansible tends to be easier to learn if you have never used an orchestration tool before
It doesn't require a central server to be set up, which means demonstrations are more focused on
using the tool rather than installing it
All tools follow the same principle of where you provide them with an inventory of hosts and a set of
tasks to be carried out on the hosts. These tasks often reference variables that allows customization of
the task at runtime. Orchestration tools are designed to be run on a schedule so that if for any reason
the state or configuration of a host changes, it will be correctly changed back to the intended state
during the next run.
Another advantage of using orchestration tools is documentation. Although they are not a replacement
for good documentation, the fact that they clearly describe your environment including roles and
configuration options, means that your environment starts to become self-documenting. If you ensure
that any installations or changes are carried out via your orchestration tool, then the configuration file
of the orchestration tool will clearly describe the current state of your environment. If this is
combined with something like a git repository to store the orchestration configuration, you have the
makings of a change control system. This is covered in more detail later in this chapter. The only
disadvantages are around the extra time it takes to carry out the initial setup and configuration of the
tool.
So, using an orchestration tool, not only do you get a faster and less error-prone deployment, you also
get documentation and change management for free. If you haven't got the hint by now, this is
something you should really be looking at.

Ansible
As mentioned, Ansible will be the orchestration tool of choice for this book, let's look at it in a bit
more detail.
Ansible is an agentless orchestration tool written in Python, which uses SSH to carry out
configuration tasks on remote nodes. It was first released in 2012 and has gained widespread
adoption, and it is known for its ease of adoption and low learning curve. Red Hat purchased the
commercial company Ansible, Inc. in 2015 and so has a very well-developed and close-knit
integration for deploying Ceph.
Files named playbooks are used in Ansible to describe a list of commands, actions, and
configurations to carry out on specified hosts or groups of hosts and are stored in a YAML file format.
Instead of having large unmanageable playbooks, Ansible roles can be created that allow a playbook
to contain a single task, which may then carry out a number of tasks associated with the role.
The use of SSH to connect to remote nodes and execute the playbooks means that it is very
lightweight and does not require either an agent or a centralized server.
For testing Ansible also integrates well with Vagrant, an Ansible playbook can be specified as part of
the Vagrant provisioning configuration and will automatically generate an inventory file from the
VM's Vagrant created and run the playbook once the servers have booted. This allows a Ceph cluster
including OS to be deployed via just a single command.

Installing Ansible
Bring your Vagrant environment back up that you created earlier on and SSH onto the Ansible server.
For this example, only ansible, mon1, and osd1 will be needed, as follows:
vagrant up ansible mon1 osd1

Add the Ansible ppa, as follows:
$ sudo apt-add-repository ppa:ansible/ansible

The preceding command gives the following output:

Update Advanced Package Tool (APT) sources and install Ansible:
$ sudo apt-get update && sudo apt-get install ansible -y

The preceding command gives the following output:

Creating your inventory file
The Ansible inventory file is used by Ansible to reference all known hosts and to which group they
belong. A group is defined by placing its name in square brackets, groups can be nested inside other
groups by the use of the children definition.
Before we add hosts to the inventory file, we first need to configure the remote nodes for SSH
(without password); otherwise, we will have to enter a password every time Ansible tries to connect
to a remote machine.
Generate an SSH key as follows:
$ ssh-keygen

The preceding command gives the following output:

Copy the key to the remote hosts:
$ ssh-copy-id mon1

The preceding command gives the following output:

This will need to be repeated for each host. Normally, you would include this step in your Vagrant
provisioning stage, but it is useful to carry out these tasks manually the first couple of times so that an
understanding of the process is learned.
Now try logging into the machine using ssh

:

mon1

Type exit to return to the Ansible VM.
Now, let's create the Ansible inventory file.
Edit the file named hosts

:

in /etc/ansible

$ sudo nano /etc/ansible/hosts

Create two groups named osds and mons and finally a third group named ceph. This third group will
contain the osds and mons groups as children.
Enter a list of your hosts under the correct group, as follows:
[mons]
mon1
mon2
mon3
[osds]
osd1
osd2
osd3
[ceph:children]
mons
osds

Variables
Most playbooks and roles will make use of variables; these variables can be overridden in several
ways. The simplest way is to create files in the host_vars and groups_vars folders, these allow you to
override variables either based on the host or group membership, respectively. For this, perform the
following steps:
1. Create a directory /etc/ansible/group_vars.
2. Create a file in group_vars named mons. Add the following in mons:
a_variable: "foo"

3. Create a file in group_vars named osds. Add the following in osds:
a_variable: "bar"

Variables follow a precedence order; you can also create an all file, which will apply to all
groups. However, a variable of the same name that is in a more specific matching group will override
it. The Ceph Ansible modules make use of this to allow you to have a set of default variables and
then also allow you to specify different values for the specific roles.

Testing
To test that Ansible is working correctly and that we can successfully connect and run commands
remotely, let's use the Ansible ping command to check one of our hosts. Note that this is not like a
network ping, Ansible ping confirms that it can communicate via SSH and execute commands
remotely:
$ ansible mon1 -m ping

The preceding command gives the following output:

Excellent, that worked, now let's run a simple command remotely to demonstrate the power of
Ansible. The following command will retrieve the current running kernel version on the specified
remote node:
$ ansible mon1 -a 'uname -r'

This is the desired result:

A very simple playbook
To demonstrate how playbooks work, the following example will show a small playbook that also
makes use of the variables we configured earlier:
- hosts: mon1 osd1
tasks:
- name: Echo Variables
debug: msg="I am a {{ a_variable }}"

Now run the playbook. Note the command to run a playbook that differs from running ad hoc Ansible
commands:
$ ansible-playbook /etc/ansible/playbook.yml

The preceding command gives the following output:

The output shows the playbook being executed on both mon1 and osd1 as they are in groups, which are
children of the parent group ceph. Also, note how the output is different between the two servers as
they are picking up the variables that you set earlier in the group_vars directory.
Finally, the last couple of lines show the overall run status of the playbook run. You can now destroy
your Vagrant environment again, ready for the next section:
vagrant destroy --force

This concludes the introduction to Ansible, but it is not a complete guide. It's recommended that you
should explore other resources to gain a more in-depth knowledge of Ansible before using it in a
production environment.

Adding the Ceph Ansible modules
We can use git to clone the Ceph Ansible repository:
git clone https://github.com/ceph/ceph-ansible.git
sudo cp -a ceph-ansible/* /etc/ansible/

The preceding commands gives the following output:

Let's also explore some of the key folders in the git repository:
: We've already covered what lives in here and will explore the possible configuration
options in more detail later.
infrastructure-playbooks: This directory contains prewritten playbooks to carry out some standard
tasks, such as deploying cluster or adding OSDs to an existing one. The comments at the top of
the playbooks give a good idea of what they do.
roles: This directory contains all the roles that make up the Ceph Ansible modules. You will see
that there is a role for each Ceph component, these are what are called via the playbooks to
install, configure and maintain Ceph.
group_vars

In order to be able to deploy a Ceph cluster with Ansible a number of key variables need to be set in
the group_vars directory. The following variables either are required to set or are advised to be
changed from their defaults. For the remaining variables, it is suggested that you read the comments in
the variable files.
The following are the key variables from global:
#mon_group_name: mons
#osd_group_name: osds
#rgw_group_name: rgws
#mds_group_name: mdss
#nfs_group_name: nfss
...
#iscsi_group_name: iscsigws

These control what group name the modules use to identify the types of Ceph hosts. If you will be
using Ansible in a wider setting, it might be advisable to prepend ceph- to the start to make it clear that
these groups are related to Ceph:

#ceph_origin: 'upstream' # or 'distro' or 'local'

Set to upstream to use the packages generated by the Ceph team, or distro for packages generated by
your distribution maintainer. Setting to upstream is recommended if you want to be able to upgrade
Ceph independently of your distribution.
By default a fsid will be generated for your cluster and stored in a file where it can be referenced
again:
#fsid: "{{ cluster_uuid.stdout }}"
#generate_fsid: true

You shouldn't need to touch this unless you want control over the fsid or you wish to hard code the
fsid in the group variable file.
#monitor_interface: interface
#monitor_address: 0.0.0.0

One of these should be specified. If you are using a variable in group_vars then you probably want to
use the monitor_interface, which is the interface name as seen by the OS, as they will probably be the
same across all mons groups. Otherwise if you specify the monitor_address in host_vars, you can specify the
IP of the interface, which obviously will be different across your three or more mons groups.
#ceph_conf_overrides: {}

Not every Ceph variable is directly managed by Ansible, but the preceding variable is provided to
allow you to pass any extra variables through to the ceph.conf file and its corresponding sections. An
example of how this would look is (notice the indentation):
ceph_conf_overrides:
global:
variable1: value
mon:
variable2: value
osd:
variable3: value

Key variables from OSD variable file:
#copy_admin_key: false

If you want to be able to manage your cluster from your OSD nodes instead of just your monitors, set
this to true, which will copy the admin key to your OSD nodes:
#devices: [] #osd_auto_discovery: false #journal_collocation:
false #raw_multi_journal: false #raw_journal_devices: []

These are probably the most crucial set of variables in the whole configuration of Ansible. They
control what disks get used as OSDs and how the journals are placed. You can either manually
specify the devices that you wish to use as OSDs or you can use auto discovery. The examples in this
book will use the static device configuration.

The journal_collocation variable sets whether you want to store the journal on the same disk as the OSD
data; a separate partition will be created for it.
allows you to specify the devices you wish to use for journals. Quite often a single
SSD will be a journal for several OSDs, in this case, enable raw_multi_journal and simply specify the
journal device multiple times, no partition numbers are needed if you want Ansible to instruct cephdisk to create them for you.
raw_journal_devices

These are the main variables that you should need to consider. It is recommended that you read the
comments in the variable files to see if there are any others you may need to modify for your
environment.

Deploying a test cluster with Ansible
There are several examples on the Internet which contain a fully configured Vagrantfile and
associated Ansible playbooks which allows you to bring up a fully functional Ceph environment with
just one command. As handy as this may be it doesn't help to learn how to correctly configure and use
the Ceph Ansible modules as you would if you were deploying a Ceph cluster on real hardware in a
production environment. As such, this book will guide you through configuring Ansible from the
scratch, although running on Vagrant provisioned servers.
At this point your Vagrant environment should be up and running, and Ansible should be able to
connect to all six of your Ceph servers. You should also have a cloned copy of the Ceph Ansible
module:
1. Create a file called /etc/ansible/group_vars/ceph:
ceph_origin: 'upstream'
ceph_stable: true # use ceph stable branch
ceph_stable_key: https://download.ceph.com/keys/release.asc
ceph_stable_release: jewel # ceph stable release
ceph_stable_repo: "http://download.ceph.com/debian-{{
ceph_stable_release }}"monitor_interface: enp0s8 #Check ifconfig
public_network: 192.168.0.0/24
journal_size: 1024

2. Create a file called /etc/ansible/group_vars/osds:
devices:
- /dev/sdb
journal_collocation: true

3. Create a fetch folder and change the owner to the vagrant user:
sudo mkdir /etc/ansible/fetch
sudo chown vagrant /etc/ansible/fetch

4. Run the Ceph cluster deployment playbook:
cd /etc/ansible
sudo mv site.yml.sample site.yml
ansible-playbook -K site.yml

The K parameter tells Ansible that it should ask you for the sudo password.
Now sit back and watch Ansible deploy your cluster:

Once done, assuming Ansible completed without errors, SSH into mon1 and run the following code. If
Ansible did encounter errors, scroll up and look for the part which errored, the error text should give
you a clue as to why it failed.
:

vagrant@mon1:~$ sudo ceph -s

And that concludes the deployment of a fully functional Ceph cluster via Ansible.
If you want to be able to stop the Vagrant Ceph cluster without losing your work so far, you can run
the following command:
vagrant suspend

This will pause all the VMs in their current state.
The following command will power the VMs on and resume running at the state you left them:
vagrant resume

Change and configuration management
If you deploy your infrastructure with an orchestration tool such as Ansible, managing the Ansible
playbooks becomes important. As we have seen Ansible allows you to rapidly deploy both the initial
Ceph cluster but also configuration updates further down the line. It must be appreciated that this
power can also have devastating effects if incorrect configuration or operations are deployed. By
implementing some form of configuration management, Ceph administrators will clearly be able to
see what changes have been made to the Ansible playbooks before running them.
A recommended approach would be to store your Ceph Ansible configuration in a git repository, this
will allow you to track changes and gives the ability to implement some form of change control either
by monitoring git commits or by forcing people to submit merge requests into the master branch.

Summary
In this chapter you will have learnt about the various deployment methods of Ceph that are available
and the differences between them. You will now also have a basic understanding of how Ansible
works and how to deploy a Ceph cluster with it. It would be advisable at this point to continue
investigating and practicing deployment and configuration of Ceph with Ansible, so that you are
confident to use it in production environments. The rest of this book will also make several
assumptions that you have fully understood the contents of this chapter in order to manipulate the
configuration of Ceph.

BlueStore
In this chapter, you will learn about BlueStore, the new object store in Ceph designed to replace the
existing filestore. Its increased performance and enhanced feature set are designed to allow Ceph to
continue to grow and provide a resilient high-performance distributed storage system for the future.
You will learn the following topics:
What is BlueStore?
The limitations with filestore
What problems BlueStore overcomes
The components of BlueStore and how it works
How to deploy BlueStore OSDs

What is BlueStore?
BlueStore is a Ceph object store that is primarily designed to address the limitations of filestore,
which, as of the Kraken release, is the current object store. Initially, a new object store was being
developed to replace filestore, with a highly original name of NewStore. NewStore was a
combination of RocksDB, a key value store to store metadata and a standard portable operating
system interface (POSIX) filesystem for the actual objects. However, it quickly became apparent
that using a POSIX filesystem still introduced high overheads, which was one of the key reasons from
trying to move away from filestore.
Thus, BlueStore was born; using raw block devices in combination with RocksDB, a number of
problems were solved that had stunted NewStore. The name BlueStore was a reflection of the
combination of the words Block and NewStore:
Block+NewStore=BlewStore=BlueStore
BlueStore is designed to remove the double write penalty associated with filestore and improve
performance. Also, with the ability to now have more control over the way objects are stored on disk,
additional features, such as checksums and compression, can be implemented.

Why was it needed?
The current object store in Ceph, Filestore, has a number of limitations which have started to limit the
scale at which Ceph can operate and features that it can offer. Following are some of the main reasons
why Bluestore was needed.

Ceph's requirements
An object in Ceph along with its data also has certain metadata associated with it, and it's crucial that
both the data and metadata are updated atomically. If either of this metadata or data is updated without
the other, the whole consistency model of Ceph is at risk. To ensure that these updates occur
atomically, they need to be carried out in a single transaction.

Filestore limitations
Filestore was originally designed as an object store to enable developers to test Ceph on their local
machines. Due to its stability, it quickly became the standard object store and found itself in use in
production clusters throughout the world.
Initially, the thought behind filestore was that the upcoming B-tree file system (btrfs), which offered
transaction support, would allow Ceph to offload the atomic requirements to btrfs. Transactions
allow an application to send a series of requests to btrfs and only receive acknowledgement once all
have been committed to stable storage. Without a transaction support, if there is an interruption
halfway through a Ceph write operation, either the data or metadata could be missing or one out of
sync with the other.
Unfortunately, the reliance on btrfs to solve these problems turned out to be a false hope, and several
limitations were discovered. btrfs can still be used with filestore, but there are numerous known
issues that can affect the stability of Ceph.
In the end, it turned out that XFS was the best choice to use with filestore, but XFS had the major
limitation that it didn't support transactions, meaning that there was no way for Ceph to guarantee
atomicity of its writes. The solution to this was the write-ahead journal. All writes including data and
metadata would first be written into a journal, residing on a raw block device. Once the filesystem
containing the data and metadata confirmed that all data had been safely flushed to disk, the journal
entries could be flushed. A beneficial side effect of this is that when using a SSD to hold the journal
for a spinning disk, it acts like a write back cache, lowering the latency of writes to the speed of the
SSD. However, if the filestore journal resides on the same storage device as the data partition, then
throughput will be at least halved. In the case of spinning disk OSDs, this can lead to very poor
performance as the disk heads are constantly moving between two areas of the disks, even for
sequential operations. Although filestore on SSD-based OSDs don't suffer nearly the same
performance penalty, their throughput is still effectively halved due to double the amount of data
required to be written. In either case, this loss of performance is very undesirable and in the case of
flash, also wears the device faster, requiring more expensive write endurance flash. The following
diagram shows how Filestore and its journal interacts with a block device, you can see that all data
operations have to go through the Filestore journal and the filesystems journal.

Additional challenges with filestore were around trying to control the actions of the underlying

POSIX filesystem to perform and behave in a way that Ceph required. Large amounts of work has
been done over the years by filesystem developers to try and make filesystems intelligent and to
predict how an application might submit I/O. In the case of Ceph, a lot of these optimizations interfere
with what it's trying to instruct the filesystem to do, requiring more work around and complexity.
Object metadata is stored in combinations of filesystem attributes named Extended Attributes
(XATTRs) and in a LevelDB key value store, which also resides on the OSD disk. LevelDB was
chosen at the time of filestore's creation rather than RocksDB, as RocksDB was not available and
LevelDB suited a lot of Ceph's requirements.
Ceph is designed to scale to petabytes of data and store billions of objects. However, due to
limitations around the number of files you can reasonably store in a directory, further workarounds to
help limit this were introduced. Objects are stored in a hierarchy of hashed directory names; when the
number of files in one of these folders reaches the set limit, the directory is split into a further level
and the objects moved. However, there is a trade-off to improving the speed of object enumeration,
when these directory splits occur they impact performance as the objects are moved into the correct
directories. On larger disks, the increased number of directories puts additional pressure on the VFS
cache and can lead to additional performance penalties for infrequently accessed objects.
As this book will cover in the performance tuning chapter, a major performance bottleneck in
filestore is when XFS has to start looking up inodes and directory entries as they are not currently
cached in RAM. For scenarios where there are a large number of objects stored per OSD, there is
currently no real solution to this problem, and it's quite common to observe that the Ceph cluster
gradually starts to slow down as it fills up.
Moving away from storing objects on a POSIX filesystem is really the only way to solve most of
these problems.

Why is BlueStore the solution?
BlueStore was designed to address these limitations. From the development of NewStore, it was
obvious that trying to use a POSIX filesystem as the underlying storage layer in any approach would
introduce a number of issues that were also present in filestore. In order for Ceph to be able to get the
guarantees, it not only needed from the storage but also without the overheads of a filesystem, Ceph
needed to have direct block level access to the storage devices. By storing metadata in RocksDB and
the actual object data directly on block devices, Ceph can leverage much better control over the
underlying storage and at the same time, also provide better performance.

How BlueStore works
The following diagram shows how Bluestore interacts with a block device. Unlike filestore, data is
directly written to the block device and metadata operations are handled by RocksDB.

RocksDB
RocksDB is a high-performance key value store, which was originally forked from LevelDB, but
after development, Facebook went on to offer significant performance improvements suited for
multiprocessor servers with low latency storage devices. It has also had numerous feature
enhancements, some of which are used in BlueStore.
RocksDB is used to store metadata about the stored objects, which was previously handled by a
combination of LevelDB and XATTRs in filestore.
A feature of RocksDB, which BlueStore takes advantage of, is the ability to store the WAL on a faster
storage device, which can help to lower latency of RocksDB operations. This also hopefully
improves Ceph's performance, particularly for smaller I/Os. This gives a number of possible storage
layout configurations, where the WAL, DB, and data can be placed on different storage devices.
Three examples are given here:
WAL, DB, and data all on spinning disk
WAL and DB on SSD, data on spinning disk
WAL on NVMe, DB on SSD, and data on spinning disk

Deferred writes
Unlike in filestore where every write is written in its entirely to both the journal and finally to disk, in
BlueStore, the data part of the write in most cases is written directly to the block device. This
removes the double write penalty and on pure spinning disk OSDs dramatically improves
performance. However, as mentioned previously, this double write has a side effect of decreasing
write latency when the spinning disks are combined with SSD journals. BlueStore can also use flashbased storage devices to lower write latency by deferring writes, first writing data into the RocksDB
WAL and then later flushing these entries to disk. Unlike filestore, not every write is written into the
WAL, configuration parameters determine the I/O size cut-off as to what writes are deferred. The
configuration parameter is shown here:
bluestore_prefer_deferred_size

This controls the size of I/Os that will be written to the WAL first. For spinning disks, this defaults to
32 KB, and SSDs by default do not defer writes. If write latency is important and your SSD is
sufficiently fast, then by increasing this value, you can increase the size of I/Os that you wish to defer
to WAL.

BlueFS
Although the main driver of BlueStore was not to use an underlying filesystem, BlueStore still needs a
method to store RocksDB and the data on the OSD disk. BlueFS was developed, which is an
extremely cut down filesystem that provides just the minimal set of features that BlueStore requires. It
also means that it has been designed to operate in a dependable manner for the slim set of operations
that Ceph submits. It also removes the overhead of the double journal write impact that would be
present when using a standard POSIX filesystem.

How to use BlueStore
To create a BlueStore OSD, you can use ceph-disk that fully supports creating BlueStore OSDs with
either the RocksDB data and WAL collocated or stored on separate disks. The operation is similar to
when creating a filestore OSD except instead of specifying a device for use as the filestore journal,
you specify devices for the RocksDB data. As previously mentioned, you can separate the DB and
WAL parts of RocksDB if you so wish:
ceph-disk prepare --bluestore /dev/sda --block.wal /dev/sdb --block.db /dev/sdb

The preceding code assumes that your data disk is /dev/sda. For this example, assume a spinning disk
and you have a faster device such as SSD as /dev/sdb. Ceph-disk would create two partitions on the data
disk: one for storing the actual Ceph objects and another small XFS partition for storing details about
the OSD. It would also create two partitions for SSD for the DB and WAL. You can create multiple
OSDs sharing the same SSD for DB and WAL without fear of overwriting previous OSDs; ceph-disk is
smart enough to create new partitions without having to specify them.
However, as we discovered in Chapter 2, Deploying Ceph using a proper deployment tool for your
Ceph cluster helps to reduce deployment time and ensures consistent configuration across the cluster.
Although the Ceph Ansible modules also support deploying BlueStore OSDs, at the time of
publication of this book, it did not currently support deploying separate DB and WAL partitions. For
the basis of demonstrating BlueStore, we will use ceph-disk to non-disruptively manually upgrade our
test cluster's OSDs from filestore to BlueStore.

Upgrading an OSD in your test cluster
Make sure that your Ceph cluster is in full health by checking with the ceph -s command. We will be
upgrading OSD by first removing it from the cluster and then letting Ceph recover the data onto the
new BlueStore OSD. By taking advantage of this hot maintenance capability in Ceph, you can repeat
this procedure across all the OSDs in your cluster.
In this example, we will remove osd.2, which is residing on the /dev/sdb disk on the OSD node, by
performing the following steps:
1. Use the following command:
sudo ceph osd out 2

The preceding command gives the following output:

2. Log into the OSD node that contains the OSD you wish to recreate. We will stop the service and
unmount the XFS partition:
systemctl stop ceph-osd@2
umount /dev/sdb1

3. Go back to one of your monitors and now remove the OSD using the following commands:
sudo ceph osd crush remove osd.2

The preceding command gives the following output:

sudo ceph auth del osd.2

The preceding command gives the following output:

sudo ceph osd rm osd.2

The preceding command gives the following output:

3. Check the status of your Ceph cluster with the ceph -s command. You should now see that the
OSD has been removed. Once recovery has completed, you can now recreate the disk as a

BlueStore OSD.
4. Go back to your OSD node and run the following ceph-disk command to wipe the partition details
from the disk:
sudo ceph-disk zap /dev/sdb

The preceding command gives the following output:

5. Now issue the ceph-disk command to create the bluestore OSD. In this example, we will not be
storing the WAL and DB on separate disks, so we do not need to specify those options:
ceph-disk prepare --bluestore /dev/sdb

The preceding command gives the following output:

6. And finally activate OSD:
ceph-disk activate /dev/sdb1

Returning to our monitor node, we can now run another ceph
created and data is starting to be backfilled to it.

-s

and see that a new OSD has been

As you can see, the overall procedure is very simple and is identical to the steps required to replace
a failed disk.

Summary
In this chapter, you learned about the new object store in Ceph named BlueStore. Hopefully, you have
a better understanding of why it was needed and the limitations in the existing filestore design. You
should also have a basic understanding of the inner workings of BlueStore and feel confident in how
to upgrade your OSDs to BlueStore.

Erasure Coding for Better Storage Efficiency
Ceph's default replication level provides excellent protection against data loss by storing three copies
of your data on different OSDs. The chance of losing all three disks that contain the same objects,
within the period that it takes Ceph to rebuild from a failed disk, is verging on the extreme edge of
probability. However, storing three copies of data vastly increases both the purchase cost of the
hardware and also associated operational costs such as power and cooling. Furthermore, storing
copies also means that for every client write, the backend storage must write three times the amount
of data. In some scenarios, either of these drawbacks may mean that Ceph is not a viable option.
Erasure codes are designed to offer a solution. Much like how RAID 5 and 6 offer increased usable
storage capacity over RAID 1, erasure coding allows Ceph to provide more usable storage from the
same raw capacity. However, also like the parity-based RAID levels, erasure coding brings its own
set of disadvantages.
In this chapter you will learn the following:
What is erasure coding and how does it work?
Details around Ceph's implementation of erasure coding
How to create and tune an erasure-coded RADOS pool
A look into the future features of erasure coding with the Ceph Kraken release

What is erasure coding?
Erasure coding allows Ceph to achieve either greater usable storage capacity or increase resilience
to disk failure for the same number of disks versus the standard replica method. Erasure coding
achieves this by splitting up the object into a number of parts and then also calculating a type of cyclic
redundancy check (CRC), the erasure code, and then storing the results in one or more extra parts.
Each part is then stored on a separate OSD. These parts are referred to as K and M chunks, where
K refers to the number of data shards and M refers to the number of erasure code shards. As in RAID,
these can often be expressed in the form K+M, or 4+2, for example.
In the event of an OSD failure which contains an object's shard which is one of the calculated erasure
codes, data is read from the remaining OSDs that store data with no impact. However, in the event of
an OSD failure which contains the data shards of an object, Ceph can use the erasure codes to
mathematically recreate the data from a combination of the remaining data and erasure code shards.

K+M
The more erasure code shards you have, the more OSD failures you can tolerate and still successfully
read data. Likewise, the ratio of K to M shards each object is split into has a direct effect on the
percentage of raw storage that is required for each object.
A 3+1 configuration will give you 75% usable capacity but only allows for a single OSD failure, and
so would not be recommended. In comparison, a three-way replica pool only gives you 33% usable
capacity.
4+2 configurations would give you 66% usable capacity and allows for two OSD failures. This is
probably a good configuration for most people to use.
At the other end of the scale, 18+2 would give you 90% usable capacity and still allows for
two OSD failures. On the surface this sounds like an ideal option, but the greater total number of
shards comes at a cost. A higher number of total shards has a negative impact on performance and
also an increased CPU demand. The same 4 MB object that would be stored as a whole single object
in a replicated pool would now be split into 20x200 KB chunks, which have to be tracked and written
to 20 different OSDs. Spinning disks will exhibit faster bandwidth, measured in MBps with larger
I/O sizes, but bandwidth drastically tails off at smaller I/O sizes. These smaller shards will generate
a large amount of small I/O and cause additional load on some clusters.
Also, it's important not to forget that these shards need to be spread across different hosts according
to the CRUSH map rules: no shard belonging to the same object can be stored on the same host as
another shard from the same object. Some clusters may not have a sufficient number of hosts to satisfy
this requirement.
Reading back from these high chunk pools is also a problem. Unlike in a replica pool where Ceph can
read just the requested data from any offset in an object, in an erasure pool, all shards from all OSDs
have to be read before the read request can be satisfied. In the 18+2 example, this can massively
amplify the amount of required disk read ops and average latency will increase as a result. This
behavior is a side effect which tends to only cause a performance impact with pools that use a large
number of shards. A 4+2 configuration in some instances will get a performance gain compared to a
replica pool, from the result of splitting an object into shards. As the data is effectively striped over a
number of OSDs, each OSD has to write less data and there are no secondary and tertiary replicas to
write.

How does erasure coding work in Ceph?
As with replication, Ceph has a concept of a primary OSD, which also exists when using erasurecoded pools. The primary OSD has the responsibility of communicating with the client, calculating
the erasure shards, and sending them out to the remaining OSDs in the PG set. This is illustrated in the
following diagram:

If an OSD in the set is down, the primary OSD can use the remaining data and erasure shards to
reconstruct the data, before sending it back to the client. During read operations, the primary OSD
requests all OSDs in the PG set to send their shards. The primary OSD uses data from the data shards
to construct the requested data, and the erasure shards are discarded. There is a fast read option that
can be enabled on erasure pools, which allows the primary OSD to reconstruct the data from erasure
shards if they return quicker than data shards. This can help to lower average latency at the cost of a
slightly higher CPU usage. The following diagram shows how Ceph reads from an erasure-coded
pool:

The following diagram shows how Ceph reads from an erasure pool when one of the data shards is
unavailable. Data is reconstructed by reversing the erasure algorithm using the remaining data and
erasure shards:

Algorithms and profiles
There are a number of different erasure plugins you can use to create your erasure-coded pool.

Jerasure
The default erasure plugin in Ceph is the Jerasure plugin, which is a highly optimized open source
erasure coding library. The library has a number of different techniques that can be used to calculate
the erasure codes. The default is Reed-Solomon and provides good performance on modern
processors which can accelerate the instructions that the technique uses. Cauchy is another technique
in the library; it is a good alternative to Reed- Solomon and tends to perform slightly better. As
always, benchmarks should be conducted before storing any production data on an erasure-coded
pool to identify which technique best suits your workload.
There are also a number of other techniques that can be used which all have a fixed number of
M shards. If you are intending on only having two M shards, then they can be a good candidate as
their fixed size means that optimizations are possible, lending to increased performance.
In general, the Jerasure profile should be preferred in most cases unless another profile has a major
advantage, as it offers well-balanced performance and is well-tested.

ISA
The ISA library is designed to work with Intel processors and offers enhanced performance. It too
supports both Reed-Solomon and Cauchy techniques.

LRC
One of the disadvantages of using erasure coding in a distributed storage system is that recovery can
be very intensive on networking between hosts. As each shard is stored on a separate host, recovery
operations require multiple hosts to participate in the process. When the CRUSH topology spans
multiple racks, this can put pressure on the inter-rack networking links. The Locally Repairable
erasure Code (LRC) erasure plugin adds an additional parity shard, which is local to each OSD
node. This allows recovery operations to remain local to the node where an OSD has failed and
remove the need for nodes to receive data from all other remaining shard-holding nodes.
However, the addition of these local recovery codes does impact the amount of usable storage for a
given number of disks. In the event of multiple disk failures, the LRC plugin has to resort to using
global recovery, as would happen with the Jerasure plugin.

SHEC
The Shingled Erasure Coding (SHEC) profile is designed with similar goals to the LRC plugin, in
that it reduces the networking requirements during recovery. However, instead of creating extra parity
shards on each node, SHEC shingles the shards across OSDs in an overlapping fashion. The shingle
part of the plugin name represents the way the data distribution resembles shingled tiles on a roof of a
house. By overlapping the parity shards across OSDs, the SHEC plugin reduces recovery resource
requirements for both single and multiple disk failures.

Where can I use erasure coding?
Since the Firefly release of Ceph in 2014, there has been the ability to create a RADOS pool using
erasure coding. There is one major thing that you should be aware of: the erasure coding support in
RADOS does not allow an object to be partially updated. You can write to an object in an erasure
pool, read it back, and even overwrite it whole, but you cannot update a partial section of it. This
means that erasure-coded pools can't be used for RBD and CephFS workloads and are limited to
providing pure object storage either via the RADOS gateway or applications written to use librados.
The solution at the time was to use the cache tiering ability which was released around the same time,
to act as a layer above an erasure-coded pool so that RBD could be used. In theory this was a great
idea; in practice, performance was extremely poor. Every time an object was required to be written
to, the whole object first had to be promoted into the cache tier. This act of promotion probably also
meant that another object somewhere in the cache pool was evicted. Finally, the object now in the
cache tier could be written to. This whole process of constantly reading and writing data between the
two pools meant that performance was unacceptable, unless a very high percentage of the data was
idle.
During the development cycle of the Kraken release, an initial implementation for support for direct
overwrites on an erasure-coded pool was introduced. As of the final Kraken release, support is
marked as experimental and is expected to be marked as stable in the following release. Testing of
this feature will be covered later in this chapter.

Creating an erasure-coded pool
Let's bring our test cluster up again and switch into superuser mode in Linux, so we don't have to
keep prepending sudo to our commands.
Erasure-coded pools are controlled by the use of erasure profiles; these controls how many shards
each object is broken up into including the split between data and erasure shards. The profiles also
include configuration to determine what erasure code plugin is used to calculate the hashes.
The following plugins are available to use:
Jerasure
ISA
LRC
SHEC
To see a list of the erasure profiles, run the following command:
# ceph osd erasure-code-profile ls

You can see there is a default profile in a fresh installation of Ceph:

Let's see what configuration options it contains using the following command:
# ceph osd erasure-code-profile get default

The default profile specifies that it will use the Jerasure plugin with the Reed-Solomon errorcorrecting codes and will split objects into 2 data shards and 1 erasure shard:

This is almost perfect for our test cluster; however, for the purpose of this exercise, we will create a
new profile using the following commands:
# ceph osd erasure-code-profile set example_profile k=2 m=1
plugin=jerasure technique=reed_sol_van
# ceph osd erasure-code-profile ls

You can see our new example_profile has been created:

Now, let's create our erasure-coded pool with this profile:
# ceph osd pool create ecpool 128 128 erasure example_profile

The preceding command gives the following output:

The preceding command instructs Ceph to create a new pool called ecpool with 128 PGs. It should be
an erasure-coded pool and should use the example_profile we previously created.
Let's create an object with a small text string inside it and then prove the data has been stored by
reading it back:
# echo "I am test data for a test object" | rados --pool
ecpool put Test1 –
# rados --pool ecpool get Test1 -

That proves that the erasure-coded pool is working, but it's hardly the most exciting of discoveries:

Let's have a look to see if we can see what's happening at a lower level.
First, find out what PG is holding the object we just created:
# ceph osd map ecpool Test1

The result of the preceding command tells us that the object is stored in PG 3.40 on OSDs 1, 2, and 0 in
this example Ceph cluster. That's pretty obvious as we only have three OSDs, but in larger clusters
that is a very useful piece of information:

The PGs will likely be different on your test cluster, so make sure the PG folder
structure matches the output of the preceding ceph osd map command.
We can now look at the folder structure of the OSDs and see how the object has been split using the
following commands:
ls -l /var/lib/ceph/osd/ceph-2/current/1.40s0_head/

The preceding command gives the following output:

# ls -l /var/lib/ceph/osd/ceph-1/current/1.40s1_head/

The preceding command gives the following output:

# ls -l /var/lib/ceph/osd/ceph-0/current/1.40s2_head/
total 4

The preceding command gives the following output:

Notice how the PG directory names have been appended with the shard number and replicated pools
just have the PG number as their directory name. If you examine the contents of the object files, you
will see our text string that we entered into the object when we created it. However, due to the small
size of the text string, Ceph has padded out the second shard with null characters and the erasure
shard, hence it will contain the same as the first. You can repeat this example with a new object
containing larger amounts of text to see how Ceph splits the text into the shards and calculates the
erasure code.

Overwrites on erasure code pools with Kraken
Introduced for the first time in the Kraken release of Ceph as an experimental feature was the ability
to allow partial overwrites on erasure-coded pools. Partial overwrite support allows RBD volumes
to be created on erasure-coded pools, making better use of the raw capacity of the Ceph cluster.
In parity RAID, where a write request doesn't span the entire stripe, a read-modify-write operation is
required. This is needed as the modified data chunks will mean the parity chunk is now incorrect. The
RAID controller has to read all the current chunks in the stripe, modify them in memory, calculate the
new parity chunk, and finally write this back out to the disk.
Ceph is also required to perform this read-modify-write operation, however the distributed model of
Ceph increases the complexity of this operation. When the primary OSD for a PG receives a write
request that will partially overwrite an existing object, it first works out which shards will not be
fully modified by the request and contacts the relevant OSDs to request a copy of these shards. The
primary OSD then combines these received shards with the new data and calculates the erasure
shards. Finally, the modified shards are sent out to the respective OSDs to be committed. This entire
operation needs to conform to the other consistency requirements Ceph enforces; this entails the use
of temporary objects on the OSD, should a condition arise that Ceph needs to roll back a write
operation.
This partial overwrite operation, as can be expected, has a performance impact. In general, the
smaller the write I/Os, the greater the apparent impact. The performance impact is a result of the I/O
path now being longer, requiring more disk I/Os, and extra network hops. However, it should be
noted that due to the striping effect of erasure-coded pools, in the scenario where full stripe writes
occur, performance will normally exceed that of a replication-based pool. This is simply down to
there being less write amplification due to the effect of striping. If the performance of an erasure pool
is not suitable, consider placing it behind a cache tier made up of a replicated pool.
Despite partial overwrite support coming to erasure-coded pools in Ceph, not every operation is
supported. In order to store RBD data on an erasure-coded pool, a replicated pool is still required to
hold key metadata about the RBD. This configuration is enabled by using the –data-pool option with the
rbd utility. Partial overwrite is also not recommended to be used with filestore. Filestore lacks
several features that partial overwrites on erasure-coded pools use; without these features, extremely
poor performance is experienced.

Demonstration
This feature requires the Kraken release or newer of Ceph. If you have deployed your test cluster
with the Ansible and the configuration provided, you will be running Ceph Jewel release. The
following steps show how to use Ansible to perform a rolling upgrade of your cluster to the Kraken
release. We will also enable options to enable experimental options such as BlueStore and support
for partial overwrites on erasure-coded pools.
Edit your group_vars/ceph variable file and change the release version from Jewel to Kraken.
Also, add the following:
ceph_conf_overrides:
global:
enable_experimental_unrecoverable_data_corrupting_features:
"debug_white_box_testing_ec_overwrites bluestore"
And
-

to correct a small bug when using Ansible to deploy Ceph Kraken, add debian_ceph_packages:
ceph
ceph-common
ceph-fuse

To the bottom of the file, run the following Ansible playbook:
ansible-playbook -K infrastructure-playbooks/rolling_update.yml

The preceding command gives the following output:

Ansible will prompt you to make sure that you want to carry out the upgrade. Once you confirm by
entering yes, the upgrade process will begin.
Once Ansible has finished, all the stages should be successful, as shown in the following screenshot:

Your cluster has now been upgraded to Kraken and can be confirmed by running ceph
VMs running Ceph:

-v

on one of your

As a result of enabling the experimental options in the configuration file, every time you now run a
Ceph command, you will be presented with the following warning:

This is designed as a safety warning to stop you running these options in a live environment, as they
may cause irreversible data loss. As we are doing this on a test cluster, it is fine to ignore, but it
should be a stark warning not to run this anywhere near live data.
The next command that is required to be run is to enable the experimental flag, which allows partial
overwrites on erasure-coded pools:
ceph osd pool get ecpool debug_white_box_testing_ec_overwrites
true

Do not run this on production clusters.

Double check you still have your erasure pool called ecpool and the default rbd pool:
# ceph osd lspools
0 rbd,1 ecpool,

Now, create rbd. Notice that the actual RBD header object still has to live on a replica pool, but by
providing an additional parameter, we can tell Ceph to store data for this RBD on an erasure-coded
pool:
rbd create Test_On_EC --data-pool=ecpool --size=1G

The command should return without error and you now have an erasure-coded backed RBD image.
You should now be able to use this image with any librbd application.
Partial overwrites on erasure pools require BlueStore to operate efficiently. Whilst
filestore will work, performance will be extremely poor.

Troubleshooting the 2147483647 error
This small section is included within the erasure coding chapter rather than the troubleshooting
section of this book, as it's commonly seen with erasure-coded pools and so is very relevant to this
chapter. An example of this error is shown in the following screenshot, when running the ceph health
detail command:

If you see 2147483647 listed as one of the OSDs for an erasure-coded pool, this normally means that
CRUSH was unable to find a sufficient number of OSDs to complete the PG peering process. This is
normally due to the number of K+M shards being larger than the number of hosts in the CRUSH
topology. However, in some cases this error can still occur even when the number of hosts is equal to
or greater than the number of shards. In this scenario it's important to understand how CRUSH picks
OSDs as candidates for data placement. When CRUSH is used to find a candidate OSD for a PG, it
applies the CRUSH map to find an appropriate location in the CRUSH topology. If the result comes
back as the same as a previously selected OSD, Ceph will retry to generate another mapping by
passing slightly different values into the CRUSH algorithm. In some cases, if there is a similar
number of hosts to the number of erasure shards, CRUSH may run out of attempts before it can
suitably find the correct OSD mappings for all the shards. Newer versions of Ceph have mostly fixed
these problems by increasing the CRUSH tunable choose_total_tries.

Reproducing the problem
In order to aid understanding of the problem in more detail, the following steps will demonstrate how
to create an erasure-coded profile that will require more shards than our three node cluster can
support.
Firstly, like earlier in the chapter, create a new erasure profile but modify the K/M parameters to be
k=3 and m=1:
$ ceph osd erasure-code-profile set broken_profile k=3 m=1
plugin=jerasure technique=reed_sol_van

Now, create a pool with it:
$ ceph osd pool create broken_ecpool 128 128 erasure broken_profile

The preceding command gives the following result:

If we look at the output from ceph
creating state:

The output of ceph

health detail

, we will see that the PGs for this new pool are stuck in the

-s

shows the reason why, and we see the 2147483647 error:

If you encounter this error and it is a result of your erasure profile being larger than your number of
hosts or racks, depending on how you have designed your CRUSH map, then the only real solution is
to either drop the number of shards or increase the number of hosts.

Summary
In this chapter you have learnt what erasure coding is and how it is implemented in Ceph. You should
also have an understanding of the different configuration options possible when creating erasurecoded pools and their suitability for different types of scenarios and workloads.

Developing with Librados
Ceph provides block, file, and object storage via the built-in interfaces which will meet the
requirements of a large number of users. However, in some scenarios where an application is
developed internally, there may be benefits to directly interfacing it into Ceph via the use of librados.
Librados is the Ceph library that allows applications to directly read and write objects to the
RADOS layer in Ceph.
We will cover the following topics in this chapter:
What is librados?
How to use librados and what languages it supports
How to write an example librados application
How to write a librados application that stores image files in Ceph using Python
How to write a librados application using atomic operations using C++

What is librados?
Librados is the Ceph library which you can include in your own applications to allow you to directly
talk to a Ceph cluster using the native protocols. As librados communicates with Ceph using its native
communication protocols, it allows your application to harness the full power, speed, and flexibility
of Ceph, instead of having to make use of high-level protocols like Amazon S3. A vast array of
functions allows your application to read and write simple objects all the way to advanced
operations, where you might want to wrap several operations in a transaction or run them
asynchronously. Librados is available for several languages, including C, C++, Python, PHP, and
Java.

How to use librados?
To get started with librados, a development environment is needed. For the examples in this chapter,
one of the monitor nodes can be used to act as both the development environment and the client to run
the developed application. The examples in this book assume you are using a Debian based
distribution:
1. Firstly, install the base build tools for the operating system:
$ sudo apt-get install build-essential

The preceding command gives the following output:

2. Install the librados development library:
$ sudo apt-get install librados-dev

The preceding command gives the following output:

3. Now that your environment is complete, let's create a quick application written in C to establish
a connection to the test Ceph cluster:
$ mkdir test_app
$ cd test_app

4. Create a file called test_app.c with your favorite text editor and place the following in it:

#include <rados/librados.h>
#include <stdio.h>
#include <stdlib.h>
rados_t rados = NULL;
int exit_func();

int main(int argc, const char **argv)
{
int ret = 0;
ret = rados_create(&rados, "admin"); // Use the
client.admin keyring
if (ret < 0) { // Check that the rados object was created
printf("couldn't initialize rados! error %d\n", ret);
ret = EXIT_FAILURE;
exit_func;
}
else
printf("RADOS initialized\n");
ret = rados_conf_read_file(rados, "/etc/ceph/ceph.conf");
if (ret < 0) { //Parse the ceph.conf to obtain cluster details
printf("failed to parse config options! error %d\n", ret);
ret = EXIT_FAILURE;
exit_func();
}
else
printf("Ceph config parsed\n");
ret = rados_connect(rados); //Initiate connection to the
Ceph cluster
if (ret < 0) {
printf("couldn't connect to cluster! error %d\n", ret);
ret = EXIT_FAILURE;
exit_func;
} else {
printf("Connected to the rados cluster\n");
}
exit_func(); //End of example, call exit_func to clean
up and finish
}

int exit_func ()
{
rados_shutdown(rados); //Destroy connection to the
Ceph cluster
printf("RADOS connection destroyed\n");
printf("The END\n");
exit(0);
}

5. Compile the test application, by running the following command:
$ gcc test_app.c -o test_app -lrados

It's important to note that you need to tell gcc to link to the librados library to make
use of its functions.
6. Then, test that the app works by running it. Don't forget to run it as root or use sudo, otherwise you
won't have access to the Ceph keyring:
sudo ./test_app

The preceding command gives the following output:

The test application simply reads your ceph.conf configuration, uses it to establish a connection to your
Ceph cluster, and then disconnects. It's hardly the most exciting of applications but it tests that the
basic infrastructure is in place and is working and establishes a foundation for the rest of the
examples in this chapter.

Example librados application
We will now go through some example librados applications which use librados to get a better
understanding of what you can accomplish with the library.
The following example will take you through the steps to create an application which, when given an
image file as a parameter, will store the image as an object in a Ceph cluster and store various
attributes about the image file as object attributes. The application will also allow you to retrieve the
object and export it as an image file. This example will be written in Python, which is also supported
by librados. The following example also uses the Python Imaging Library (PIL) to read an image's
size and the Argument Parser library to read command-line parameters:
1. We first need to install the librados Python bindings and image manipulation libraries:
$ sudo apt-get install python-rados python-imaging

The preceding command gives the following output:

2. Create a new file for your Python application ending with the extension .py and enter the
following into it:
import rados, sys, argparse
from PIL import Image
#Argument Parser used to read parameters and generate --help
parser = argparse.ArgumentParser(description='Image to RADOS
Object Utility')
parser.add_argument('--action', dest='action', action='store',
required=True, help='Either upload or download image to/from
Ceph')
parser.add_argument('--image-file', dest='imagefile',
action='store', required=True, help='The image file to
upload to RADOS')
parser.add_argument('--object-name', dest='objectname',
action='store', required=True, help='The name of the
RADOS object')
parser.add_argument('--pool', dest='pool', action='store',
required=True, help='The name of the RADOS pool to store
the object')
parser.add_argument('--comment', dest='comment', action=
'store', help='A comment to store with the object')

args = parser.parse_args()
try: #Read ceph.conf config file to obtain monitors
cluster = rados.Rados(conffile='/etc/ceph/ceph.conf')
except:
print "Error reading Ceph configuration"
sys.exit(1)
try: #Connect to the Ceph cluster
cluster.connect()
except:
print "Error connecting to Ceph Cluster"
sys.exit(1)
try: #Open specified RADOS pool
ioctx = cluster.open_ioctx(args.pool)
except:
print "Error opening pool: " + args.pool
cluster.shutdown()
sys.exit(1)
if args.action == 'upload': #If action is to upload
try: #Open image file in read binary mode
image=open(args.imagefile,'rb')
im=Image.open(args.imagefile)
except:
print "Error opening image file"
ioctx.close()
cluster.shutdown()
sys.exit(1)
print "Image size is x=" + str(im.size[0]) + " y=" +
str(im.size[1])
try: #Write the contents of image file to object and add
attributes
ioctx.write_full(args.objectname,image.read())
ioctx.set_xattr(args.objectname,'xres',str(im.size[0])
+"\n")
ioctx.set_xattr(args.objectname,'yres',str(im.size[1])
+"\n")
im.close()
if args.comment:
ioctx.set_xattr(args.objectname,'comment',args.comment
+"\n")
except:
print "Error writing object or attributes"
ioctx.close()
cluster.shutdown()
sys.exit(1)
image.close()
elif args.action == 'download':
try: #Open image file in write binary mode
image=open(args.imagefile,'wb')
except:
print "Error opening image file"
ioctx.close()
cluster.shutdown()
sys.exit(1)
try: #Write object to image file
image.write(ioctx.read(args.objectname))
except:
print "Error writing object to image file"
ioctx.close()
cluster.shutdown()
sys.exit(1)
image.close()
else:
print "Please specify --action as either upload or download"
ioctx.close() #Close connection to pool
cluster.shutdown() #Close connection to Ceph
#The End

3. Test the help functionality generated by the Argument Parser library:

$ sudo python app1.py --help

The preceding command gives the following output:

4. Download the Ceph logo to use as a test image:
wget http://docs.ceph.com/docs/master/_static/logo.png

The preceding command gives the following output:

5. Run our Python application to read an image file and upload it to Ceph as an object:
$ sudo python app1.py --action=upload --image-file=test1.png
--object-name=image_test --pool=rbd --comment="Ceph Logo"

The preceding command gives the following output:

6. Verify that the object has been created:
$ sudo rados -p rbd ls

The preceding command gives the following output:

7. Use rados to verify that the attributes have been added to the object:
$ sudo rados -p rbd listxattr image_test

The preceding command gives the following output:

8. Use rados to verify the attributes' contents, as shown in the following screenshot:

Example of the librados application with
atomic operations
In the previous librados application example, an object was created on the Ceph cluster and then the
object's attributes were added. In most cases, this two stage operation may be fine, however some
applications might require that the creation of the object and its attributes are atomic. That is to say,
that if there was an interruption of service, the object should only exist if it has all its attributes set,
otherwise the Ceph cluster should roll back the transaction. The following example, written in C++,
shows how to use librados atomic operations to ensure transaction consistency across multiple
operations. The example will write an object and then prompt the user if they wish to abort the
transaction. If they choose to abort then the object write operation will be rolled back. If they choose
to continue then the attributes will be written and the whole transaction will be committed. Perform
the following steps:
1. Create a new file with a .cc extension and place the following into it:
#include
#include
#include
#include

<cctype>
<rados/librados.hpp>
<iostream>
<string>

void exit_func(int ret);
librados::Rados rados;
int main(int argc, const char **argv)
{
int ret = 0;
// Define variables
const char *pool_name = "rbd";
std::string object_string("I am an atomic object\n");
std::string attribute_string("I am an atomic attribute\n");
std::string object_name("atomic_object");
librados::IoCtx io_ctx;
// Create the Rados object and initialize it
{
ret = rados.init("admin"); // Use the default client.admin
keyring
if (ret < 0) {
std::cerr << "Failed to initialize rados! error " << ret
<< std::endl;
ret = EXIT_FAILURE;
}
}
// Read the ceph config file in its default location
ret = rados.conf_read_file("/etc/ceph/ceph.conf");
if (ret < 0) {
std::cerr << "Failed to parse config file "
<< "! Error" << ret << std::endl;
ret = EXIT_FAILURE;
}
// Connect to the Ceph cluster
ret = rados.connect();
if (ret < 0) {
std::cerr << "Failed to connect to cluster! Error " << ret
<< std::endl;

ret = EXIT_FAILURE;
} else {
std::cout << "Connected to the Ceph cluster" << std::endl;
}
// Create connection to the Rados pool
ret = rados.ioctx_create(pool_name, io_ctx);
if (ret < 0) {
std::cerr << "Failed to connect to pool! Error: " << ret <<
std::endl;
ret = EXIT_FAILURE;
} else {
std::cout << "Connected to pool: " << pool_name <<
std::endl;
}
librados::bufferlist object_bl; // Initialize a bufferlist
object_bl.append(object_string); // Add our object text
string to the bufferlist
librados::ObjectWriteOperation write_op; // Create a write
transaction
write_op.write_full(object_bl); // Write our bufferlist to the
transaction
std::cout << "Object: " << object_name << " has been written
to transaction" << std::endl;
char c;
std::cout << "Would you like to abort transaction? (Y/N)? ";
std::cin >> c;
if (toupper( c ) == 'Y') {
std::cout << "Transaction has been aborted, so object will
not actually be written" << std::endl;
exit_func(99);
}
librados::bufferlist attr_bl; // Initialize another bufferlist
attr_bl.append(attribute_string); // Add our attribute to the
bufferlist
write_op.setxattr("atomic_attribute", attr_bl); // Write our
attribute to our transaction
std::cout << "Attribute has been written to transaction" <<
std::endl;
ret = io_ctx.operate(object_name, &write_op); // Commit the
transaction
if (ret < 0) {
std::cerr << "failed to do compound write! error " << ret <<
std::endl;
ret = EXIT_FAILURE;
} else {
std::cout << "We wrote the transaction containing our object
and attribute" << object_name << std::endl;
}
}
void exit_func(int ret)
{
// Clean up and exit
rados.shutdown();
exit(ret);
}

2. Compile the source using g++:
g++ atomic.cc -o atomic -lrados -std=c++11

3. We can now run the application. First, let's run through it and abort the transaction:

The preceding screenshot shows that, even though we sent a write object command, as the
transaction was not committed, the object was never actually written to the Ceph cluster.
4. Now let's run the application again and, this time, let it continue the transaction:

As you can see, this time the object was written along with its attribute.

Example of the librados application that uses
watchers and notifiers
The following librados application is written in C and shows how to use the watch or notify
functionality in RADOS. Ceph enables a client to create a watcher on an object and receive
notifications from a completely separate client connected to the same cluster.
The watcher functionality is implemented via callback functions. When you call the librados function
to create the watcher, two of the arguments are for callback functions, one is for what to do when a
notification is received and another is for what to do if the watcher loses contact or encounters an
error with the object. These callback functions then contain the code you want to run when a
notification or error occurs.
This simple form of messaging is commonly used to instruct a client that has a RBD in use that a
snapshot is wished to be taken. The client who wishes to take a snapshot sends a notification to all
clients that may be watching the RBD object so that it can flush its cache and possibly make sure the
filesystem is in a consistent state.
The following example creates a watcher on an object named my_object and then waits. When it
receives a notification, it will display the payload and then send a received message back to the
notifier.
1. Create a new file with a .c extension and place the following into it:
#include
#include
#include
#include

<stdio.h>
<stdlib.h>
<string.h>
<syslog.h>

#include <rados/librados.h>
#include <rados/rados_types.h>
uint64_t cookie;
rados_ioctx_t io;
rados_t cluster;
char cluster_name[] = "ceph";
char user_name[] = "client.admin";
char object[] = "my_object";
char pool[] = "rbd";
/* Watcher callback function - called when watcher receives a
notification */
void watch_notify2_cb(void *arg, uint64_t notify_id, uint64_t
cookie, uint64_t notifier_gid, void *data, size_t data_len)
{
const char *notify_oid = 0;
char *temp = (char*)data+4;
int ret;
printf("Message from Notifier: %s\n",temp);
rados_notify_ack(io, object, notify_id, cookie, "Received", 8);
}
/* Watcher error callback function - called if watcher encounters
an error */
void watch_notify2_errcb(void *arg, uint64_t cookie, int err)

{
printf("Removing Watcher on object %s\n",object);
err = rados_unwatch2(io,cookie);
printf("Creating Watcher on object %s\n",object);
err = rados_watch2(io,object,&cookie,watch_notify2_cb,
watch_notify2_errcb,NULL);
if (err < 0) {
fprintf(stderr, "Cannot create watcher on %s/%s: %s\n", object,
pool, strerror(-err));
rados_ioctx_destroy(io);
rados_shutdown(cluster);
exit(1);
}
}
int main (int argc, char **argv)
{
int err;
uint64_t flags;
/* Create Rados object */
err = rados_create2(&cluster, cluster_name, user_name, flags);
if (err < 0) {
fprintf(stderr, "Couldn't create the cluster object!: %s\n",
strerror(-err));
exit(EXIT_FAILURE);
} else {
printf("Created the rados object.\n");
}

/* Read a Ceph configuration file to configure the cluster
handle. */
err = rados_conf_read_file(cluster, "/etc/ceph/ceph.conf");
if (err < 0) {
fprintf(stderr, "Cannot read config file: %s\n",
strerror(-err));
exit(EXIT_FAILURE);
} else {
printf("Read the config file.\n");
}
/* Connect to the cluster */
err = rados_connect(cluster);
if (err < 0) {
fprintf(stderr, "Cannot connect to cluster: %s\n",
strerror(-err));
exit(EXIT_FAILURE);
} else {
printf("\n Connected to the cluster.\n");
}
/* Create connection to the Rados pool */
err = rados_ioctx_create(cluster, pool, &io);
if (err < 0) {
fprintf(stderr, "Cannot open rados pool %s: %s\n", pool,
strerror(-err));
rados_shutdown(cluster);
exit(1);
}
/* Create the Rados Watcher */
printf("Creating Watcher on object %s/%s\n",pool,object);
err = rados_watch2(io,object,&cookie,watch_notify2_cb,
watch_notify2_errcb,NULL);
if (err < 0) {
fprintf(stderr, "Cannot create watcher on object %s/%s: %s\n",
pool, object, strerror(-err));
rados_ioctx_destroy(io);
rados_shutdown(cluster);
exit(1);
}
/* Loop whilst waiting for notifier */
while(1){

sleep(1);
}
/* Clean up */
rados_ioctx_destroy(io);
rados_shutdown(cluster);
}

2. Compile the watcher example code:
$ gcc watcher.c -o watcher -lrados

3. Run the watcher example application:

4. The watcher is now waiting for a notification. In another Terminal window, using rados, send a
notification to the my_object object which is being watched:

5. You can see that the notification was sent and an acknowledgement notification has been
received back. If we look at the first Terminal window again, we can see the message from the
notifier:

Summary
This concludes the chapter on developing applications with librados. You should now feel
comfortable with the basic concepts of how to include librados functionality in your application and
how to read and write objects to your Ceph cluster. It would be recommended to read the official
librados documentation in more detail if you intend to develop an application with librados, so that
you can gain a better understanding of the full range of functions that are available.

Distributed Computation with Ceph RADOS
Classes
An often overlooked feature of Ceph is the ability to load custom code directly into OSD, which can
then be executed from within a librados application. This allows you to take advantage of the large
distributed scale of Ceph to not only provide high-performance scale-out storage but also distribute
computational tasks over OSDs to achieve mass parallel computing. This ability is realized by
dynamically loading in RADOS classes to each OSD.
In this chapter you will learn the following topics:
Example applications and benefits of using RADOS classes
Writing a simple RADOS class in Lua
Writing a RADOS class that simulates distributed computing

Example applications and the benefits of using
RADOS classes
As mentioned earlier, with RADOS classes, code is executed directly inside the OSD code base and
so can harness the combined power of all of the OSD nodes. With a typical client application
approach, where the client would have to read the object from the Ceph cluster, run computations on
it, and then write it back, there is a large amount of round trip overheads. Using RADOS classes
dramatically reduces the amount of round trips to and from OSDs, and also the available compute
power is much higher than that single client could provide. Offloading operations directly to the
OSDs therefore enables a single client to dramatically increase its processing rate.
A simple example of where RADOS classes could be used is where you need to calculate a hash of
every object in a RADOS pool and store each objects hash as an attribute. Having a client perform
this would highlight the bottlenecks and extra latency introduced by having the client perform these
operations remotely from the cluster. With a RADOS class that contains the required code to read the
object calculate the hash and store it as an attribute, all that the client would need to do is send the
command to OSD to execute the RADOS class.

Writing a simple RADOS class in Lua
One of the default RADOS classes in Ceph from the Kraken release onward is one that can run Lua
scripts. The Lua script is dynamically passed to the Lua RADOS object class, which then executes the
contents of the script. The scripts are typically passed in a JSON-formatted string to the object class.
Although this brings advantages over the traditional RADOS object classes, which need to be
compiled before they can be used, it also limits the complexity of what the Lua scripts can
accomplish and as such thought should be given as to what method is appropriate for the task you
wish to accomplish.
The following Python code example demonstrates how to create and pass a Lua script to be executed
on an OSD. The Lua scripts reads the contents of the specified object and returns the string of text
back in upper case, all processing is done on the remote OSD, which holds the object; the original
object contents are never sent to the client.
Place the following into a file named rados_lua.py:
import rados, json, sys
try: #Read ceph.conf config file to obtain monitors
cluster = rados.Rados(conffile='/etc/ceph/ceph.conf')
except:
print "Error reading Ceph configuration"
exit(1)
try: #Connect to the Ceph cluster
cluster.connect()
except:
print "Error connecting to Ceph Cluster"
exit(1)
try: #Open specified RADOS pool
ioctx = cluster.open_ioctx("rbd")
except:
print "Error opening pool"
cluster.shutdown()
exit(1)
cmd = {
"script": """
function upper(input, output)
size = objclass.stat()
data = objclass.read(0, size)
upper_str = string.upper(data:str())
output:append(upper_str)
end
objclass.register(upper)
""",
"handler": "upper",
}
ret, data = ioctx.execute(str(sys.argv[1]), 'lua', 'eval_json', json.dumps(cmd))
print data[:ret]
ioctx.close() #Close connection to pool
cluster.shutdown() #Close connection to Ceph

Let's now create a test object with all lowercase characters:

echo this string was in lowercase | sudo rados -p rbd put LowerObject –

The Lua object class by default is not allowed to be called by OSDs; we need to add the following to
all the OSDs in their ceph.conf:
[osd]
osd class load list = *
osd class default list = *

And now run our Python librados application:
sudo python rados_lua.py LowerObject

The preceding command gives the following output:

You should see that the text from our object has been converted all into uppercase. You can see from
the Python code earlier that we are not doing any of the conversion in the local Python code and it's
all being done remotely on OSD.

Writing a RADOS class that simulates
distributed computing
As mentioned in the example given earlier, although using the Lua object class reduces the complexity
to use RADOS object classes, there is a limit to what you can currently achieve. In order to write a
class that is capable of performing more advanced processing, we need to fall back to writing the
class in C. We will then need to compile the new class into the Ceph source.
To demonstrate this, we will write a new RADOS object class that will calculate the MD5 hash of
the specified object and then store it as an attribute of the object. This process will be repeated 1000
times to simulate a busy environment and also to make the runtime easier to measure. We will then
compare the operating speed of doing this via the object class versus calculating the MD5 hash on the
client. Although this is still a fairly basic task, it will allow us to produce a controlled repeatable
scenario and will allow us to compare the speed of completing a task client side versus doing it
directly on the OSD via a RADOS class. It will also serve as a good foundation to enable
understanding on how to build more advanced applications.

Preparing the build environment
Use the following command to clone the Ceph git repository:
git clone https://github.com/ceph/ceph.git

The preceding command will give the following output:

Once we have cloned the Ceph git repository, we need to edit the CMakeLists.txt file and add in a
section for our new class that we are going to write.
Edit the following file in the source tree:
~/ceph/src/cls/CMakeLists.txt

Also, place the following in the file:
# cls_md5
set(cls_md5_srcs md5/cls_md5.cc)
add_library(cls_md5 SHARED ${cls_md5_srcs})
set_target_properties(cls_md5 PROPERTIES
VERSION "1.0.0"
SOVERSION "1"
INSTALL_RPATH "")
install(TARGETS cls_md5 DESTINATION ${cls_dir})
target_link_libraries(cls_md5 crypto)
list(APPEND cls_embedded_srcs ${cls_md5_srcs})

Once the cmakelist.txt file is updated, we can get cmake to make the build environment by running the
following command:
do_cmake.sh

The preceding command will give the following output:

This will create a build directory in the source tree.
In order for us to build the RADOS class, we need to install the required packages that contains the

make

command:
sudo apt-get install build-essentials

There is also a install-deps.sh file in the Ceph source tree, which will install the remaining required
packages when run.

RADOS class
The following code sample is a RADOS class which when executed reads the object, calculates the
MD5 hash, and then writes it as an attribute to the object without any client involvement. Each time
this class is called, it repeats this operation a 1000 times locally to OSD and only notifies the client
at the end of this processing. We have the following steps to perform:
1. Create the directory for our new RADOS class:
mkdir ~/ceph/src/cls/md5

2. Now create the C++ source file:
~/ceph/src/cls/md5/cls_md5.cc

3. Place the following code into it:
#include "objclass/objclass.h"
#include <openssl/md5.h>
CLS_VER(1,0)
CLS_NAME(md5)
cls_handle_t h_class;
cls_method_handle_t h_calc_md5;
static int calc_md5(cls_method_context_t hctx, bufferlist *in,
bufferlist *out)
{
char md5string[33];
for(int i = 0; i < 1000; ++i)
{
size_t size;
int ret = cls_cxx_stat(hctx, &size, NULL);
if (ret < 0)
return ret;
bufferlist data;
ret = cls_cxx_read(hctx, 0, size, &data);
if (ret < 0)
return ret;
unsigned char md5out[16];
MD5((unsigned char*)data.c_str(), data.length(), md5out);
for(int i = 0; i < 16; ++i)
sprintf(&md5string[i*2], "%02x", (unsigned int)md5out[i]);
CLS_LOG(0,"Loop:%d - %s",i,md5string);
bufferlist attrbl;
attrbl.append(md5string);
ret = cls_cxx_setxattr(hctx, "MD5", &attrbl);
if (ret < 0)
{
CLS_LOG(0, "Error setting attribute");
return ret;
}
}
out->append((const char*)md5string, sizeof(md5string));
return 0;
}
void __cls_init()
{
CLS_LOG(0, "loading cls_md5");

cls_register("md5", &h_class);
cls_register_cxx_method(h_class, "calc_md5", CLS_METHOD_RD |
CLS_METHOD_WR, calc_md5, &h_calc_md5)
}

4. Change into the build directory created previously and create our new RADOS class using make:
cd ~/ceph/build
make cls_md5

The preceding commands will give the following output:

5. We now need to copy our new class to OSDs in our cluster:
sudo scp vagrant@ansible:/home/vagrant/ceph/build/lib/libcls_md5.so*
/usr/lib/rados-classes/

The preceding command will give the following output:

Also, restart the OSD for it to load the class.
You will now see in the Ceph OSD log that it is loading our new class:

This needs to be repeated for all OSD nodes in the cluster.

Client librados applications
As mentioned earlier, we will use two librados applications, one to calculate the MD5 hash directly
on the client and another to call our RADOS class and have it calculate the MD5 hash. The two
applications both need to be run from the monitor nodes in the test cluster, but can be compiled on any
node and copied across if desired. For the purpose of this example, we will compile the applications
directly on the monitor nodes.
Before we start, let's make sure that the build environment is present on the monitor node:
apt-get install build-essential librados-dev

Calculating MD5 on the client
The following code sample is the librados client-side application, which will read the object from
the OSD, calculate the MD5 hash of the object on the client, and write it back as an attribute to the
object. This is doing the calculation and storage in the same way as the RADOS class, with the only
difference being the location of the processing.
Create a new file named rados_md5.cc and place the following into it:
#include
#include
#include
#include
#include

<cctype>
<rados/librados.hpp>
<iostream>
<string>
<openssl/md5.h>

void exit_func(int ret);
librados::Rados rados;
int main(int argc, const char **argv)
{
int ret = 0;
// Define variables
const char *pool_name = "rbd";
std::string object_name("LowerObject");
librados::IoCtx io_ctx;
// Create the Rados object and initialize it
{
ret = rados.init("admin"); // Use the default client.admin keyring
if (ret < 0) {
std::cerr << "Failed to initialize rados! error " << ret <<
std::endl;
ret = EXIT_FAILURE;
}
}
// Read the ceph config file in its default location
ret = rados.conf_read_file("/etc/ceph/ceph.conf");
if (ret < 0) {
std::cerr << "Failed to parse config file "
<< "! Error" << ret << std::endl;
ret = EXIT_FAILURE;
}
// Connect to the Ceph cluster
ret = rados.connect();
if (ret < 0) {
std::cerr << "Failed to connect to cluster! Error " << ret <<
std::endl;
ret = EXIT_FAILURE;
} else {
std::cout << "Connected to the Ceph cluster" << std::endl;
}
// Create connection to the Rados pool
ret = rados.ioctx_create(pool_name, io_ctx);
if (ret < 0) {
std::cerr << "Failed to connect to pool! Error: " << ret <<
std::endl;
ret = EXIT_FAILURE;
} else {
std::cout << "Connected to pool: " << pool_name << std::endl;
}
for(int i = 0; i < 1000; ++i)

{
size_t size;
int ret = io_ctx.stat(object_name, &size, NULL);
if (ret < 0)
return ret;
librados::bufferlist data;
ret = io_ctx.read(object_name, data, size, 0);
if (ret < 0)
return ret;
unsigned char md5out[16];
MD5((unsigned char*)data.c_str(), data.length(), md5out);
char md5string[33];
for(int i = 0; i < 16; ++i)
sprintf(&md5string[i*2], "%02x", (unsigned int)md5out[i]);
librados::bufferlist attrbl;
attrbl.append(md5string);
ret = io_ctx.setxattr(object_name, "MD5", attrbl);
if (ret < 0)
{
exit_func(1);
}
}
exit_func(0);
}
void exit_func(int ret)
{
// Clean up and exit
rados.shutdown();
exit(ret);
}

Calculating MD5 on the OSD via RADOS class
Finally, the last code sample is the librados application, which instructs OSD to calculate the MD5
hash locally without transferring any data to or from the client. You will note that the code given later
has no librados read or write statements and relies purely on the exec function to trigger the MD5 hash
creation.
Create a new file named rados_class_md5.cc and place the following into it:
#include
#include
#include
#include

<cctype>
<rados/librados.hpp>
<iostream>
<string>

void exit_func(int ret);
librados::Rados rados;
int main(int argc, const char **argv)
{
int ret = 0;
// Define variables
const char *pool_name = "rbd";
std::string object_name("LowerObject");
librados::IoCtx io_ctx;
// Create the Rados object and initialize it
{
ret = rados.init("admin"); // Use the default client.admin keyring
if (ret < 0) {
std::cerr << "Failed to initialize rados! error " << ret <<
std::endl;
ret = EXIT_FAILURE;
}
}
// Read the ceph config file in its default location
ret = rados.conf_read_file("/etc/ceph/ceph.conf");
if (ret < 0) {
std::cerr << "Failed to parse config file "
<< "! Error" << ret << std::endl;
ret = EXIT_FAILURE;
}
// Connect to the Ceph cluster
ret = rados.connect();
if (ret < 0) {
std::cerr << "Failed to connect to cluster! Error " << ret <<
std::endl;
ret = EXIT_FAILURE;
} else {
std::cout << "Connected to the Ceph cluster" << std::endl;
}
// Create connection to the Rados pool
ret = rados.ioctx_create(pool_name, io_ctx);
if (ret < 0) {
std::cerr << "Failed to connect to pool! Error: " << ret <<
std::endl;
ret = EXIT_FAILURE;
} else {
std::cout << "Connected to pool: " << pool_name <<
std::endl;
}
librados::bufferlist in, out;
io_ctx.exec(object_name, "md5", "calc_md5", in, out);

exit_func(0);
}
void exit_func(int ret)
{
// Clean up and exit
rados.shutdown();
exit(ret);
}

We can now compile both applications:

If the applications compile successfully, there will be no output.

Testing
We will run the two librados applications using the standard Linux time utility to measure how long
each run takes:
time sudo ./rados_md5

The preceding command will give the following output:

Let's make sure that the attribute was actually created:
sudo rados -p rbd getxattr LowerObject MD5

The preceding command will give the following output:

Let's delete the object attribute, so we can be certain that the RADOS class correctly creates it when
it runs:
sudo rados -p rbd rmxattr LowerObject MD5

And now run the application that performs the MD5 calculation via the RADOS class:
time sudo ./rados_class_md5

The preceding command will give the following output:

As you can see, using the RADOS class method is a lot faster, in fact almost two orders of magnitude
faster.
However, let's also confirm that the attribute was created and that the code ran a thousand times:
sudo rados -p rbd getxattr LowerObject MD5

The preceding command will give the following output:

Due to the logging we inserted in the RADOS class, we can also check OSD logs to confirm that the
RADOS class did run a thousand times:

When repeating small tasks, the overhead of communication between the client and OSDs really adds
up. By moving processing directly to OSD, we can eliminate this.

RADOS class caveats
Although we have seen the power that can be harnessed using Ceph's RADOS classes, it's important
to note that this is achieved by calling your own customized code from deep inside OSDs. As a
consequence, great care needs to be taken that your RADOS class is bug free. A RADOS class has the
ability to modify any data on your Ceph cluster, and so accidental data corruption is easily possible.
It is also possible for the RADOS class to crash the OSD process. If the class is used in large-scale
cluster operations, this has the ability to affect all OSDs in the cluster and so great care should be
taken to ensure that error handling is properly done to avoid errors.

Summary
You should now have an understanding on what RADOS classes are and how they can be used to
speed up processing by moving tasks directly to OSD. From building simple classes via Lua to
developing classes in the Ceph source tree via C++, you should now have the knowledge to build a
RADOS class for whatever problem you are trying to solve. By building on this concept, there is
nothing stopping you from building a larger application that can take advantage of the scale-out nature
of a Ceph cluster to provide large amounts of storage and compute resource.
For more examples of how to use RADOS object classes, please consult the hello object class in the
Ceph source tree found at https://github.com/ceph/ceph/blob/master/src/cls/hello/cls_hello.cc.

Monitoring Ceph
When you are operating a Ceph cluster, it's important to monitor its health and performance. By
monitoring Ceph, you can be sure that your cluster is running in full health and also be able to quickly
react to any issues that may arise. By capturing and graphing performance counters, you will also
have the data required to tune Ceph and observe your tuning impact on your cluster.
In this chapter you will learn the following topics:
Why it is important to monitor Ceph
How to monitor Ceph's health
What should be monitored
The states of PGs and what they mean
How to capture and Ceph's performance counters with collectd
Example graphs using Graphite

Why it is important to monitor Ceph
The most important reason to monitor Ceph is to ensure that the cluster is running in a healthy state. If
Ceph is not running in a healthy state, be it because of a failed disk or some other reason, the chances
of a loss of service or data loss increase. Although Ceph is highly automated in recovering from a
variety of scenarios, being aware of what is going on and when manual intervention is required is
essential.
Monitoring isn't just about detecting failures, monitoring other metrics like used disk space is just as
essential as knowing when a disk has failed. If your Ceph cluster fills up, it will stop accepting I/O
requests and will not be able to recover from future OSD failures.
Finally, monitoring both the operating systems and Ceph's performance metrics can help you spot
performance issues or identify tuning opportunities.

What should be monitored
The simple answer is everything, or as much as you can. You can never predict what scenario may be
forced upon you and your cluster and having the correct monitoring and alerting in place can mean the
difference between handing a situation gracefully or having a full-scale outage. A list of things that
should be monitored in decreasing order of importance is as follows.

Ceph health
The most important thing to capture is the health status of Ceph. The main reporting item is the overall
health status of the cluster, either Health_OK, Health_Warning, or Health_Critical. By monitoring this state,
you will get alerted anytime Ceph itself thinks that something is not right. In addition to this, you may
also want to capture the status of the PGs and number of degraded objects, they can provide
additional information as to what might be wrong without having to actually log on to a Ceph server
and use the Ceph toolset to check the status.

Operating system and hardware
It's also highly recommended that you capture the current status of the operating system running the
Ceph software and also the status of the underlying hardware. Capturing things such as CPU and
RAM usage will alert you to possible resource starvation before it potentially becomes critical. Also,
long-term trending on this data can help to plan hardware choices for Ceph. Monitoring of the
hardware to capture hardware failures, such as disks, PSUs, and fans, is also highly recommended.
Most server hardware is redundant and may not be obvious unless monitored that it is running in a
degraded state. In addition, monitoring network connections so that you can be sure that both NICs are
available in bonded configuration are working is also a good idea.

Smart stats
Using your operating system's smart monitoring tool suite to probe the health of the disks is also a
good idea. They may help to highlight failing disks or ones with abnormal error rates. For SSDs, you
can also measure the wear rate of the flash cells, which is a good indication of when the SSD is likely
to fail. Finally, being able to capture the temperature of the disks will allow you to make sure that
your servers are not overheating.

Network
As Ceph relies on the network it runs over to be reliable, it can be beneficial to monitor network
devices for errors and performance issues. Most network devices can be polled via SNMP to obtain
this data. In addition, if using jumbo frames, you may what to consider if it is possible to create some
automated ping monitoring to continuously check that jumbo frames are working correctly on your
network. You never know when an unexpected change may affect the ability of your network to pass
jumbo frames, causing confusion as your Ceph cluster suddenly starts going haywire.

Performance counters
By monitoring performance counters from both the operating system and Ceph, you are arming
yourself with a wealth of knowledge to gain a better understanding of how your Ceph cluster is
performing. If storage permits, its worth trying to capture as much of these metrics as possible; you
never know when the metrics will come in handy. It's quite often the case when diagnosing a problem
that a metric that was previously thought to have no connection to the issue suddenly sheds light on the
actual cause. The traditional approach of only monitoring key metrics is very limiting in this regard.
Most monitoring agents that run on Linux will allow you to capture a large array of metrics from
resource consumption to filesystem usage. It's worth spending time analyzing what metric you can
collect and configuring them appropriately. Some of these monitoring agents will also have plugins
for Ceph, which can pull out all of the performance counters from Ceph's various components, such as
osd and mon nodes.

PG states – the good, the bad, and the ugly
Each placement group in Ceph has one or more statuses assigned to it; normally you want to see all
your PGs with active+clean against them. Understanding what each state means can help us identify
what is happening to PG and whether you need to take action.

The good
The following states are indication of a healthy operating cluster, no action needs to be taken.

The active state
The active state means that PG is in full health, and it is capable of accepting client requests.

The clean state
The clean state means that PG's objects are replicated the correct number of times and are all in a
consistent state.

Scrubbing and deep scrubbing
Scrubbing means that Ceph checks the consistency of your data and is a normal background
process. Scrubbing on its own is where Ceph checks that the objects and relevant metadata exists.
When Ceph peforms a deep scrub, it compares the contents of the objects and their replicas for
consistency.

The bad
The following states indicate that Ceph is not in full health, but shouldn't cause any immediate
problems.

The inconsistent state
The inconsistent state means that during the scrub process, Ceph has found one or more objects that are
inconsistent with its replicas. See the troubleshooting section later in this book on how to deal with
these errors.

The backfilling, backfill_wait, recovering,
recovery_wait states
These states mean that Ceph is copying or migrating data from one OSD to another. This may possibly
mean that this PG has less than the desired number of copies. If it's in the wait state, it means that due
to throttles on each OSD, Ceph is limiting the number of concurrent operations to reduce impact on
client operations.

The degraded state
The degraded state means that PG is missing or has out-of-date copies of one or more objects. These
will normally be corrected by the recovery/backfill process.

Remapped
In order to become active, PG is currently mapped to a different OSD or set of OSDs. This is likely
to occur when OSD is down but has not been recovered to the remaining OSDs.

The ugly
These states are not ones you want to see. If you see any of the states later, it's quite likely that client
access to the cluster will be affected, and unless the situation can be fixed, data loss may occur.

The incomplete state
An incomplete state means that Ceph is unable to find any valid copies of objects within PG across any
of OSDs that are currently up in the cluster. This can either be that the objects are simply not there or
the available objects are missing newer writes that may have occurred on now unavailable OSDs.

The down state
Similar to incomplete, the PG is missing objects that are known to possibly be on unavailable OSDs.

The backfill_toofull state
Ceph has tried to recover your data, but your OSD disks are too full and it cannot continue. Extra
OSDs are needed to fix this situation.

Monitoring Ceph with collectd
Previously in this chapter, we have covered what monitoring should be done around your entire Ceph
infrastructure. Although the alert monitoring is out of scope of this book, we will now look at
capturing the Ceph performance metrics with collectd, storing them in Graphite and then finally
creating a dashboard with graphs using Grafana. These captured metrics can then be used in the
following chapter to help tune your Ceph cluster.
We will build this monitoring infrastructure on one of our monitor nodes in our test cluster. In a
production cluster, it is highly recommended that it gets its own dedicated server.

Graphite
Graphite is a time series database which excels in storing large amounts of metrics and has a mature
query language, which can be used by applications to manipulate the data.
We first need to install the required graphite packages:
sudo apt-get install graphite-api graphite-carbon graphite-web

The preceding command gives the following output:

Edit the storage schemas file /etc/graphite/storage-schemas.conf and place the following into it:
[carbon]
pattern = ^carbon\.
retentions = 60:90d
[default_1min_for_1day]
pattern = .*
retentions = 60s:1d

And now we can create the graphite database by running the following command:
sudo graphite-manage syncdb

The preceding command will give the following output:

Set the password for the root user when prompted:
sudo apt-get install apache2 libapache2-mod-wsgi

The preceding command gives the following output:

In order to stop the default apache site from conflicting with the graphite web service, we need to
disable it by running the following command:
sudo a2dissite 000-default

The preceding command gives the following output:

We can now copy the apache graphite configuration into the apache environment:
sudo cp /usr/share/graphite-web/apache2-graphite.conf
/etc/apache2/sites-available
sudo a2ensite apache2-graphite

The preceding commands give the following output:

Restart the apache service:
sudo service apache2 reload

Grafana
We will edit the apt repository file and add the repository for grafana:
sudo nano /etc/apt/sources.list.d/grafana.list

Place the following line into the file and save it:
deb https://packagecloud.io/grafana/stable/debian/ jessie main

And now run the following commands to retrieve the gpg key and update the package lists:
curl https://packagecloud.io/gpg.key | sudo apt-key add –
sudo apt-get update

Install Grafana using the following command:
sudo apt-get install grafana

The preceding command gives the following output:

With the standard Vagrant configuration, you will not be able to connect to the HTTP port provided by
Grafana. To access Grafana, we will need to port forward via ssh port 3000 to our local machine.
An example using PuTTY is shown in the following screenshot:

Now use http://localhost:3000 in the URL, and you should be taken to the Grafana home page. Navigate
to data sources and then let's configure Grafana to poll our newly installed Graphite installation:

If you get the green success bar when you click on the Save & Test button, then you have successfully
installed and configured Graphite and Grafana.

collectd
Now that we have a shiny installation of Graphite and Grafana to look at, we need to put some data
into it to be able to generate some graphs. collectd is a well respected metric collection tool, which
can output metrics to Graphite. The core collectd application is very minimal, and it relies on a series
of plugins to collect metrics and forwards them onto applications such as Graphite for storage.
Before we start collecting metrics from our Ceph nodes, let's install collectd on the same VM as
where we installed Graphite and Grafana. We will do this to gain a better understanding of collectd
and the process required to configure it. We will then use Ansible to install and configure collectd on
all of our Ceph nodes, which would be the recommended approach if this was being rolled out in a
production environment. We have the following code:
sudo apt-get install collectd-core

The preceding command will give the following output:

This will install collectd and a basic set of plugins for querying standard operating system resources.
There is a sample configuration stored in the following location:
/usr/share/doc/collectd-core/examples/collectd.conf

It lists all of the core plugins and sample configuration options. It is worth reviewing this file to learn
about the various plugins and their configuration options. For this example, however, we will start
with an empty configuration file and configure a few basic resources:
1. Create a new collectd configuration file using the following command:
sudo nano /etc/collectd/collectd.conf

2. Add the following in it:
Hostname "ansible"

LoadPlugin
LoadPlugin
LoadPlugin
LoadPlugin
LoadPlugin

cpu
df
load
memory
write_graphite

<Plugin write_graphite>
<Node "graphing">
Host "localhost"
Port "2003"
Protocol "tcp"
LogSendErrors true
Prefix "collectd."
StoreRates true
AlwaysAppendDS false
EscapeCharacter "_"
</Node>
</Plugin>
<Plugin "df">
FSType "ext4"
</Plugin>

3. Restart the collectd service using the following command:
sudo service collectd restart

4. Now navigate back to Grafana and browse the dashboards menu item. Click on the button in the
middle of the screen to create a new dashboard:

5. Select Graph to add a new graph to the dashboard. An example graph will now appear, which
we will want to edit to replace with our own graphs. To do this, click on the graph title and a
floating menu will appear:

6. Click on Edit to go to the graph widget editing screen. From here, we can delete the fake graph
data by selecting the dustbin icon, as shown in the following three-button menu box:

7. Now from the drop-down menu, change the panel data source to the graphite source we have just
added and click on the Add query button.

8. A query box will appear at the top of the editing panel, it will also have the three-button menu
box like before. From here, we can toggle the edit mode of the query editor by clicking on the
button with the three horizontal lines:

The Toggle Edit Mode option switches the query editor between click and select mode, where you
can explore the available metrics and build up basic queries and the text editor mode. The click and
select mode is useful if you do not know the names of the metrics and only want to create basic
queries. For more advanced queries, the text editor is required.
We will first make a query for our graph using the basic editor mode and then switch to the text mode
for the rest of this chapter to make it easier to copy the queries from this book.
Let's first graph the system load of VM where we have installed collectd:

It will now produce a graph given earlier, showing the system load.
By further clicking on the + symbol, you can expand the query by applying different functions against
the data. These could be used to add multiple data sources together or to find the average. We will
cover this further in the chapter as we begin to craft some queries to analyze Ceph performance.
Before we continue, let's now switch the query editor mode to the text mode to see what the query
looks like:

You can see that each leaf of the tree of metrics is separated by a dot. This is how the Graphite query
language works.

Deploying collectd with Ansible
Now that we have confirmed that our monitoring stack is installed and working correctly. Let's use
Ansible to deploy collectd to all our Ceph nodes, so we can start monitoring it.
Switch to the ansible directory:
cd /etc/ansible/roles
git clone https://github.com/fiskn/Stouts.collectd

Edit your Ansible site.yml file and add the collectd role to the plays for your mon and osd nodes so that
they look like the following:

Edit group_vars/all to enter the following:

Now run your site.yml playbook:
ansible-playbook -K site.yml

The preceding command gives the following output:

You should see from the status at the end, that Ansible has deployed collectd to all your Ceph nodes,
and it has configured the collectd Ceph plugin. In Grafana, you should now be able to see your Ceph
nodes showing up as available metrics. The following is one of our monitor nodes:

For example, we can now create a graph showing the number objects stored in the Ceph cluster.
Create a new graph in Grafana and enter the following query:
collectd.mon1.ceph.mon.mon1.ceph_bytes.Cluster.numObject

This will produce a graph like the following:

It's advised that you spend some time browsing through the available metrics so that you are familiar
with them before proceeding to the next section.

Sample Graphite queries for Ceph
Although you can generate some very useful graphs by simply selecting individual metrics, by
harnessing the power of Graphite's functions to manipulate the metrics, graphs can be created, which
offer a much more detailed insight into your Ceph cluster. The following Graphite queries are useful
for generating common graphs and are also a good starting point to create your own custom queries.

Number of Up and In OSDs
It's very handy to be able to quickly glance at a dashboard and see how many OSDs are Up and In. The
following two queries show these values:
maxSeries(collectd.mon*.ceph.mon.mon*.ceph_bytes.Cluster.numOsdIn)
maxSeries(collectd.mon*.ceph.mon.mon*.ceph_bytes.Cluster.numOsdUp)

Note the use of the maxSeries function, which allows data to be pulled from all the mon nodes and will
take the highest value.

Showing most deviant OSD usage
Due to the way CRUSH places PGs on each OSD, there will never be a perfect balance of PGs per
OSD. The following query will create a graph that will show the 10 most deviant OSDs, so you can
see if PG balancing would be beneficial. We have the following code:
mostDeviant(10,collectd.osd*.df.var-lib-ceph-osd-ceph-

*.df_complex.used)

Total number of IOPs across all OSDs
This uses the sumSeries function and wildcards to add together all the op metrics from every OSD:
sumSeries(collectd.osd*.ceph.osd.*.ceph_rate.Osd.op)

There are also counters that will show read and write operations individually, named opR and opW,
respectively.

Total MBps across all OSDs
Similarly, there are also counters that show MBps for each OSD, such as the op counters; the sumSeries
function can also be used. We have the following code:
sumSeries(collectd.osd*.ceph.osd.*.ceph_rate.Osd.{opInBytes,opOutBytes})

Cluster capacity and usage
The following two queries show the total capacity of bytes in the cluster and the number of bytes
used. They can be used to generate pie chart in Grafana to show the percentage of used space. Note
that these counters show the raw capacity before replication:
maxSeries(collectd.mon*.ceph.mon.mon*.ceph_bytes.Cluster.osdBytes)
maxSeries(collectd.mon*.ceph.mon.mon*.ceph_bytes.Cluster.osdBytesUsed)

Average latency
The following two queries can be used to graph the average latency of the cluster. Larger I/O sizes
per operation will increase the average latency, as larger I/Os take longer to process. As such, these
graphs will not give a clear picture of your clusters latency if average I/O size changes over time. We
have the following code:
averageSeries(collectd.osd*.ceph.osd.*.ceph_latency.Osd.opWLatency)
averageSeries(collectd.osd*.ceph.osd.*.ceph_latency.Osd.opRLatency)

Custom Ceph collectd plugins
Although the standard collectd Ceph plugin does a good job of collecting all of Ceph's performance
counters, it falls short of collecting all the required data to allow you to get a complete view of your
cluster health and performance. This section will demonstrate how to use additional custom collectd
plugins to collect the PG states, per pool performance stats, and more realistic latency figures:
1. Jump on to one of your mon nodes via SSH and clone the following git repository:
git clone https://github.com/grinapo/collectd-ceph

2. Create a ceph directory under the collectd/plugins directory:
sudo mkdir -p /usr/lib/collectd/plugins/ceph

3. Copy the plugins directory to /usr/lib/collectd/plugins/ceph using the following command:
sudo cp -a collectd-ceph/plugins/*
/usr/lib/collectd/plugins/ceph/

4. Now create a new collectd configuration file to enable the plugins:
sudo nano /etc/collectd/collectd.conf.d/ceph2.conf

5. Place the following configuration inside it and save the new file:
<LoadPlugin "python">
Globals true
</LoadPlugin>
<Plugin "python">
ModulePath "/usr/lib/collectd/plugins/ceph"
Import "ceph_pool_plugin"
Import "ceph_pg_plugin"
Import "ceph_latency_plugin"
<Module "ceph_pool_plugin">
Verbose "True"
Cluster "ceph"
Interval "60"
</Module>
<Module "ceph_pg_plugin">
Verbose "True"
Cluster "ceph"
Interval "60"
</Module>
<Module "ceph_latency_plugin">
Verbose "True"
Cluster "ceph"
Interval "60"
TestPool "rbd"
</Module>
</Plugin>

The latency plugin uses RADOS bench to determine the cluster latency; this means that it is
actually running RADOS bench and will write data to your cluster. The TestPool parameter

determines the target for the RADOS bench command. It is therefore recommended that on a
production cluster, a separate small pool is created for this use.
If you are trying to use these extra plugins on Kraken+ releases of Ceph, you will
need to edit the ceph_pg_plugin.py file and modify the variable name on line 71
from fs_perf_stat to perf_stat.
6. Restart the collectd service:
service collectd restart

The average cluster latency can now be obtained by the following query:
collectd.mon1.ceph-ceph.cluster.gauge.avg_latency

This figure is based on doing 64 Kb writes, and so unlike the OSD metrics, it will not change
depending on the average client I/O size.

Summary
In this chapter, you learned the importance of monitoring your Ceph cluster and its supporting
infrastructure. You should also have a good understanding of the various components that you should
monitor and some example tools that can be used. We covered some of the PG states that in
conjunction with a monitoring solution will allow you to understand the current status of your Ceph
cluster. Finally, we deployed a highly scalable monitoring system comprising collectd, Graphite, and
Grafana, which will enable you to create professional looking dashboards to show the status and
performance of your Ceph cluster.

Tiering with Ceph
The tiering functionality in Ceph allows you to overlay one RADOS pool over another and let Ceph
intelligently promote and evict objects between them. In most configurations, the top-level pool will
be comprised of fast storage devices like Solid State Drives (SSDs) and the base pool will be
comprised of the slower storage devices like Serial ATA (SATA) or Serial Attached SCSI (SAS)
disks. If the working set of your data is of a comparatively small percentage, then this allows you to
use Ceph to provide high capacity storage but yet still maintain a good level of performance of
frequently accessed data.
In this chapter, we will cover the following topics:
How Cephs tiering functionality works
What are good use cases for tiering
How to configure two pools into a tier
Cover various tuning options available for tiering
It's recommended that you should be running at least the Jewel release of Ceph if you
wish to use the tiering functionality. Previous releases were lacking a lot of required
features that made tiering usable.

Tiering versus caching
Although often described as cache tiering, it's better to think of the functionality in Ceph as a tiering
technology rather than a cache. It's important that you take this into consideration before reading any
further as it's vital to understand the difference between the two.
A cache is typically designed to accelerate access to a set of data unless it's a writeback cache; it will
not hold the only copy of the data, and normally there is little overhead to promoting data to cache.
Cache tends to operate over a shorter timeframe, quite often everything that is accessed is promoted
into cache.
A tiering solution is also designed to accelerate access to a set of data; however, it's promotion
strategy normally works over a longer period of time and is more selective about what data is
promoted, mainly due to the promotion action having a small impact on overall storage performance.
Also, it is quite common with tiering technologies that only a single tier may hold the valid state of
the data, and so all tiers in the system need equal protection against data loss.

How Cephs tiering functionality works
Once you have configured a RADOS pool to be an overlay of another RADOS pool, Cephs tiering
functionality works on the basic principal that if an object does not exist in the top-level tier, then it
must exist in the base tier. All object requests from clients are sent to the top tier; if the OSD does not
have the requested object, then depending on the tiering mode, it may either proxy the read or write
request down to the base tier or force a promotion. The base tier then proxies the request back
through the top tier to the client. It's important to note that the tiering functionality is transparent to
clients, and there is no specific client configuration needed.
There are three main actions in tiering that move objects between tiers. Promotions copy objects
from the base tier up to the top tier. If tiering is configured in writeback mode, the flushing action is
used to update the contents of the base tier object from the top tier. Finally, when the top tier pool
reaches capacity, objects are evicted by the eviction action.
In order to be able to make decisions on what objects to move between the two tiers, Ceph uses
HitSets to track accesses to objects. A HitSet is a collection of all object access requests and is
consulted to determine if an object has had either a read or write request since that HitSet was
created. The HitSets use a bloom filter to statistically track object accesses rather than storing every
access to every object, which would generate large overheads. The bloom filter only stores binary
states; an object can only be marked as accessed or not; and there is no concept of storing the number
of accesses to an object in a single HitSet. If an object appears in a number of the most recent HitSets
and is in the base pool, then it will be promoted.
Likewise, objects that no longer appear in recent HitSets will become candidates for flushing or
eviction if the top tier comes under pressure. The number of HitSets and how often a new one gets
created can be configured, along with the required number of recent HitSets a write or read I/O must
appear in, in order for a promotion to take place. The size of the top-level tier can also be configured
and is disconnected from the available capacity of the RADOS pool it sits on.
There are a number of configuration and tuning options that define how Ceph reacts to the generated
HitSets and the thresholds at which promotions, flushes, and evictions occur. These will be covered
in more detail later in the chapter.

What is a bloom filter
A bloom filter is used in Ceph to provide an efficient way of tracking whether an object is a member
of a HitSet without having to individually store the access status of each object. It is probabilistic in
nature, and although it can return false positives, it will never return as false negative. This means
that when querying a bloom filter, it may report that an item is present when it is not, but it will never
report that an item is not present when it is.
Ceph's use of bloom filters allows it to efficiently track the accesses of millions of objects without
the overhead of storing every single access. In the event of a false positive, it could mean that an
object is incorrectly promoted; however, the probability of this happening combined with the minimal
impact is of little concern.

Tiering modes
There are a number of tiering modes that determine the precise actions of how Ceph reacts to the
contents of the HitSets. However, in most cases, the writeback mode will be used. The available
modes for use in tiering are writeback, forward, read-forward, proxy, and read-proxy. There are
brief descriptions of the available modes and how they act.

Writeback
In writeback mode, data is promoted to the top-level tier by both reads and writes depending on how
frequently accessed the object are. Objects in the top-level tier can be modified, and dirty objects
will be flushed to the pool at a later date. If an object needs to be read or written to in the bottom tier
and the bottom pool supports it, then Ceph will try and directly proxy the operation that has a minimal
impact on latency.

Forward
The forward mode simply forwards all requests from the top tier to the base tier without doing any
promotions. It should be noted that a forward causes OSD to tell the client to resend the request to the
correct OSD and so has a greater impact on latency than just simply proxying it.

Read-forward
Read-forward mode forces a promotion on every write and like the forward mode earlier, redirects
the client for all reads to the base pool. This can be useful if you wish to only use the top-tier pool for
write acceleration. Using write intensive SSDs overlayed over read intensive SSDs is one such
example.

Proxy
Similar to forward mode, except proxy all reads and writes without promoting anything. By proxying
the request, OSD itself retrieves data from the base tier OSD and then passes it back to the client.
This reduces the overhead compared with using forwarding.

Read-proxy
Similar to read-forward mode, except that it proxies reads and always promote on writes requests. It
should be noted that the writeback and read-proxy modes are the only modes that receive rigorous
testing, and so care should be taken when using the other modes. Also, there is probably little gain
from using the other modes, and they will likely be phased out in future releases.

Uses cases
As mentioned at the start of the chapter, the tiering functionality should be thought of as tiering and not
a cache. The reason behind this statement is that the act of promotions has a detrimental effect to
cluster performance when compared with most caching solutions, which do normally not degrade
performance if enabled on noncacheable workloads. The performance impact of promotions are
caused by two main reasons. First, the promotion happens in the I/O path, the entire object to be
promoted needs to be read from the base tier and then written into the top tier before the I/O is
returned to the client.
Second, this promotion action will likely also cause a flush and an eviction, which cause even more
reads and writes to both tiers. If both tiers are using 3x replication, this starts to cause a large amount
of write amplification for even just a single promotion. In the worse case scenario, a single 4
KB access that causes a promotion could cause 8 MB of read I/O and 24 MB of write I/O across the
two tiers. This increased I/O will cause an increase in latency; for this reason, promotions should be
considered expensive, and tuning should be done to minimize them.
With that in mind, Ceph tiering should only be used where the hot or active part of the data will fit
into the top tier. Workloads that are uniformly random will likely see no benefit and in many cases
may actually cause a performance degradation, either due to no suitable objects being available to
promote, or too many promotions occurring.
Most workloads that involve providing storage for generic virtual machines tend to be good
candidates as normally only a small percentage of VM tends to be accessed.
Online transaction processing (OLTP) databases, will normally show improvements when used
with either caching or tiering as their hot set of data is relatively small and data patterns are
reasonably consistent. However, reporting or batch processing database are generally not a good fit
as they can quite often require a large range of the data to be accessed without any prior warm up
period.
RADOS Block Devices (RBD) workloads that involve random access with no specific pattern or
workloads that involve large read or write streaming should be avoided and will likely suffer from
the addition of a cache tier.

Creating tiers in Ceph
To test Ceph tiering functionality, two RADOS pools are required. If you are running these examples
on a laptop or desktop hardware, although spinning disk-based OSDs can be used to create the pools;
SSDs are highly recommended if there is any intention to read and write data. If you have multiple
disk types available in your testing hardware, then the base tier can exist on spinning disks and the top
tier can be placed on SSDs.
Let's create tiers using the following commands, all of which make use of the Ceph tier command:
1. Create two RADOS pools:
ceph osd pool create base 64 64 replicated
ceph osd pool create top 64 64 replicated

The preceding commands give the following output:

2. Create a tier consisting of the two pools:
ceph osd tier add base top

The preceding command gives the following output:

3. Configure the cache mode:
ceph osd tier cache-mode top writeback

The preceding command gives the following output:

4. Make the top tier and overlay of the base tier:
ceph osd tier set-overlay base top

The preceding command gives the following output:

5. Now that the tiering is configured, we need to set some simple values to make sure that the

tiering agent can function. Without these, the tiering mechanism will not work properly. Note that
these commands are just setting variables on the pool:
ceph osd pool set top hit_set_type bloom
ceph osd pool set top hit_set_count 10
ceph osd pool set top hit_set_period 60
ceph osd pool set top target_max_bytes 100000000

The preceding commands give the following output:

The earlier-mentioned commands are simply telling Ceph that the HitSets should be created
using the bloom filter. It should create a new HitSet every 60 seconds and that it should keep
10 of them before discarding the oldest one. Finally, the top tier pool should hold no more
than 100 MB; if it reaches this limit, I/O operations will block. More detailed explanations of
these settings will follow in the next section.
6. Next, we need to configure the various options that control how Ceph flushes and evicts objects
from the top to the base tier:
ceph osd pool set top cache_target_dirty_ratio 0.4
ceph osd pool set top cache_target_full_ratio 0.8

The preceding commands give the following output:

The earlier example tells Ceph that it should start flushing dirty objects in the top tier down to
the base tier when the top tier is 40% full. And that objects should be evicted from the top tier
when the top tier is 80% full.
7. And finally the last two commands instruct Ceph that any object should have been in the top tier
for at least 60 seconds before it can be considered for flushing or eviction:
ceph osd pool set top cache_min_flush_age 60
ceph osd pool set top cache_min_evict_age 60

The preceding commands give the following output:

Tuning tiering
Unlike the majority of Cephs features, which by default perform well for a large number of
workloads, Cephs tiering functionality requires carefully configuration of its various parameters to
ensure good performance. You should also have a basic understanding of your workloads I/O profile;
tiering will only work well if your data has a small percentage of hot data. Workloads that are
uniformly random or involve lots of sequential access patterns will either show no improvement or in
some cases may actually be slower.

Flushing and eviction
The main tuning options should be looked at first are the ones that define the size limit to the top tier,
when it should flush and when it should evict.
The following two configuration options configure the maximum size of the data to be stored in the
top tier pool:
target_max_bytes
target_max_objects

The size is either specified in bytes or number objects and does not have to be the same size as the
actual pool, but it cannot be larger. The size is also based on the available capacity after replication
of the RADOS pool, so for a 3x replica pool, this will be a one-third of your raw capacity. If the
number of bytes or objects in this pool goes above this limit, I/O will block; therefore, it's important
that thought is given to the other config options later so that this limit is not reached. It's also
important that this value is set, as without it, no flushing or evictions will occur and the pool will
simply fill up OSDs to their full limit and then block I/O.
The reason that this setting exists instead of Ceph just using the size of the underlying capacity of the
disks in the RADOS pool is that by specifying the size, you could if you desire, have multiple toplevel tier pools on the same set of disks.
As you have learned earlier, target_max_bytes sets the maximum size of the tiered data on the pool and if
this limit is reached, I/O will block. In order to make sure that the RADOS pool does not reach this
limit, cache_target_full_ratio instructs Ceph to try and keep the pool at a percentage of target_max_bytes by
evicting objects when this target is breached. Unlike promotions and flushes, evictions are fairly lowcost operations:
cache_target_full_ratio

The value is specified as a value between 0 and 1 and works like a percentage. It should be noted that
although target_max_bytes and cache_target_full_ratio are set against the pool, internally Ceph uses these
values to calculate per PG limits instead. This can mean that in certain circumstances, some PGs may
reach the calculated maximum limit before others and can sometimes lead to unexpected results. For
this reason, it is recommended not to set cache_target_full_ratio to high and leave some headroom; a
value of 0.8 normally works well. We have the following code:
cache_target_dirty_ratio
cache_target_dirty_high_ratio

These two configuration options control when Ceph flushes dirty objects from the top tier to the base
tier if the tiering has been configured in writeback mode. An object is considered dirty if it has been
modified while being in the top tier, objects modified in the base tier do not get marked as dirty.

Flushing involves copying the object out of the top tier and into the base tier, as this is a full object
write, the base tier can be an erasure-coded pool. The behavior is asynchronous and aside from
increasing I/O on the RADOS pools, is not directly linked to any impact on client I/O. Objects are
typically flushed at a lower speed than what they can be evicted at. As flushing is an expensive
operation compared with eviction, this means that if required, large amounts of objects can be evicted
quickly if needed.
The two ratios control what speed of flushing OSD allows, by restricting the number of parallel
flushing threads that are allowed to run at once. These can be controlled by the OSD configuration
options osd_agent_max_ops and osd_agent_max_high_ops, respectively. By default, these are set to 2 and 4
parallel threads.
In theory, the percentage of dirty objects should hover around the low dirty ratio during normal cluster
usage. This will mean that objects are flushed with a low parallelism of flushing to minimize the
impact on cluster latency. As normal bursts of writes hit the cluster, the number of dirty objects may
rise, but over time, these writes are flushed down to the base tier.
However, if there are periods of sustained writes that outstrip the low speed flushing's capability,
then the number of dirty objects will start to rise. Hopefully, this period of high write I/O will not go
on for long enough to fill the tier with dirty objects and thus will gradually reduce back down to the
low threshold. However, if the number of dirty objects continues to increase and reaches the high
ratio, then the flushing parallelism gets increased and will hopefully be able to stop the number of
dirty objects from increasing any further. Once the write traffic reduces, the number of dirty objects
will be brought back down the low ratio again. These sequence of events are illustrated in the
following graph:

The two dirty ratios should have sufficient difference between them that normal bursts of writes can
be absorbed, without the high ratio kicking in. The high ratio should be thought of as an emergency
limit. A good value to start with is 0.4 for the low ratio and 0.6 for the high ratio.
The osd_agent_max_ops configuration settings should be adjusted so that in normal operating conditions,
the number of dirty objects is hovering around or just over the low dirty ratio. It's not easy to

recommend a value for these settings as they will largely depend on the ratio of the size and
performance of the top tier to the base tier. However, start with setting osd_agent_max_ops to 1 and
increase as necessary and set osd_agent_max_high_ops to at least double.
If you see status messages in the Ceph status screen indicating that high-speed flushing is occurring,
then you will want to increase osd_agent_max_ops. If you ever see the top tier getting full and blocking
I/O, then you either need to consider lowering the cache_target_dirty_high_ratio variable or increase
the osd_agent_max_high_ops setting to stop the tier filling up with dirty objects.

Promotions
The next tuning options that should be looked at are the ones that define the HitSets and the required
recency to trigger a promotion:
hitset_count
hitset_period

The hitset_count setting controls how many HitSets can exist before the oldest one starts getting
trimmed. The hitset_period setting controls how often a HitSet should be created. If you are testing
tiering in a laboratory environment, it should be noted that I/O to the PG needs to be occurring in
order for a HitSet to be created; on an idle cluster, no HitSets will be created or trimmed.
Having the correct number and controlling how often HitSets are created is a key to being able to
reliably control when objects get promoted. Remember that HitSets only contain data about whether
an object has been accessed or not; they don't contain a count of the number of times an object was
accessed. If hitset_period is too large, then even relatively low-accessed objects will appear in the
majority of the HitSets. For example, with a hitset_period of 2 minutes, an RBD object containing the
disk block where a log file is updated once a minute would be in all the same HitSets as an object
getting access 100 times a second.
Conversely, if the period is too low, then even hot objects may fail to appear in enough HitSets to
make them candidates for promotion and your top tier will likely not be fully used. By finding the
correct HitSet period, you should be able to capture the right view of your I/O that a suitable sized
proportion of hot objects are candidates for promotion:
min_read_recency_for_promote
min_write_recency_for_promote

These two settings define how many of the last recent HitSets an object must appear in to be
promoted. Due to the effect of probability, the relationship between semi-hot objects and recency
setting is not linear. Once the recency settings are set past about 3 or 4, the number of eligible objects
for promotion drops off in a logarithmic fashion. It should be noted that while promotion decisions
can be made on reads or writes separately, they both reference the same HitSet data, which has no
way of determining an access from being either a read or a write. As a handy feature, if you set the
recency higher than the hitset_count setting, then it will never promote. This can be used for example to
make sure that a write I/O will never cause an object to be promoted, by setting the write recency
higher than the hitset_count setting.

Promotion throttling
As has been covered earlier, promotions are very expensive operations in tiering and care should be
taken to make sure that they only happen when necessary. A large part of this is done by carefully
tuning the HitSet and recency settings. However, in order to limit the impact of promotions, there is an
additional throttle that restricts the number of promotions to a certain speed. This limit can either be
specified as number of bytes or objects per second via two OSD configuration options:
osd_tier_promote_max_bytes_sec
osd_tier_promote_max_objects_sec

The default limits are 4 MBps or five objects a second. While these figures may sound low,
especially when compared with the performance of the latest SSDs, their primary goal is to minimize
the impact of promotions on latency. Careful tuning should be done to find a good balance on your
cluster. It should be noted that this value is configured per OSD, and so the total promotion speed will
be a sum across all OSDs.
Finally, the following configuration options allow tuning of the selection process for flushing objects:
hit_set_grade_search_last_n

This controls how may HitSets are queried in order to determine object temperature, with the the
temperature of an object reflects how often it is accessed. A cold object is rarely accessed, with a hot
object being accessed far more frequently being candidates for eviction. Setting this to a similar
figure as the recency settings is recommended. We have the following code:
hit_set_grade_decay_rate

This works in combination with the hit_set_grade_search_last_n setting and decays the HitSet results the
older they become. Objects that have been accessed more frequently than others have a hotter rating
and will make sure that objects that are more frequently accessed are not incorrectly flushed. It should
be noted that the min_flush and evict_age settings may override the temperature of an object when it
comes to being flushed or evicted:
cache_min_flush_age
cache_min_evict_age

The cache_min_evict_age and cache_min_flush_age settings simply define how long an object must have not
been modified for before it is allowed to be flushed or evicted. These can be used to stop objects that
are only just not enough to be promoted, from continually being stuck in a cycle of moving between
tiers. Setting them between 10 and 30 minutes is probably a good approach although care needs to be
taken that the top tier does not fill up, in the case where there are no eligible objects to be flushed or
evicted.

Monitoring parameters
In order to monitor the performance and characteristics of a cache tier in a Ceph cluster, there are a
number of performance counters you can monitor. We will assume for the moment that you are already
collecting the Ceph performance counters from the admin socket as discussed in the next chapter.
The most important thing to remember when looking at the performance counters is that once you
configure a tier in Ceph all client requests, go through the top-level tier. Therefore, only read and
write operation counters on OSDs that make up your top-level tier will show any requests, assuming
that the base tier OSDs are not used for any other pools. To understand the number of requests
handled by the base tier, there are proxy operation counters, which will show this number. These
proxy operation counters are also calculated on the top-level OSDs, and so to monitor the throughput
of a Ceph cluster with tiering, only the top-level OSDs need to be included in the calculations.
The following counters can be used to monitor tiering in Ceph, all are to be monitored on the toplevel OSDs:
Counter

Description

op_r

Read operations handled by the OSD

op_w

Write operations handled by the OSD

tier_proxy_read

Read operations that were proxied to the base tier

tier_proxy_write

Write operations that were proxied to the base tier

tier_promote

The number of promotions from base to top-level tier

tier_try_flush

The number of flushes from the top-level to the base tier

tier_evict

The number of evictions from the top-level to the base tier

Tiering with erasure-coded pools
At the current time, Ceph doesn't support overwrite operations on erasure-coded pools and so cannot
be directly used for storing RBD images. However, by the use of tiering, an erasure-coded pool can
be used as the base pool and a 3x replica pool used as the top level. This allows the hot active
dataset which will comprise of frequently accessed data, to sit in the top tier and any infrequently
accessed cold data to reside in the base erasure-coded tier.
Care should be taken with this approach; although in theory it sounds like a brilliant idea, it shouldn't
be forgotten that in this configuration proxy writes are not supported to the base erasure-coded pool.
All write operations to the base tier therefore have to be promoted up to the top tier first. If even a
small percentage write operations start targeting your base tier, then performance will quickly fall off
a cliff as the constant promotion and flushing operations overwhelm the disks in your cluster. This
approach is only recommended for use cases where write operations are infrequent or are contained
to a small number of objects.

Alternative caching mechanisms
While the native RADOS tiering functionality provides numerous benefits around flexibility and
allows management by the same Ceph toolset. However, it cannot be denied that for pure performance
RADOS tiering lags behind other caching technologies that typically function at the block device
level.
Bcache is a block device cache in the Linux kernel, which can use a SSD to cache a
slower block device such as a spinning disk.
Bcache is one example of a popular way of increasing the performance of Ceph with SSDs. Unlike
RADOS tiering, which you can choose which pool you wish to cache, with bcache the entire OSD is
cached. This method of caching brings a number of advantages around performance. The first is that
the OSD itself has a much more consistent latency response due to the SSD caching. Filestore adds an
increased amount of random I/O to every Ceph request regardless of whether the Ceph request is
random of sequential in nature. Bcache can absorb these random I/Os and allow the spinning disk to
perform a larger amount of sequential I/O. This can be very helpful during high periods of utilization
where normal spinning disk OSDs would start to exhibit high latency. Second, where RADOS tiering
operates at the size of the object stored in the pool, which is 4 MB by default for RBD workloads.
Bcache caches data in much smaller blocks; this allows it to make better use of available SSD space
and also suffer less from promotion overheads.
The SSD capacity assigned to bcache will also be used as a read cache for hot data; this will
improve read performance as well as writes. Since bcache will only be using this capacity for read
caching, it will only store one copy of the data and so will have 3x more read cache capacity than
compared with using the same SSD in a RADOS-tiered pool.
However, there are a number of disadvantages to using bcache that make using RADOS cache pools
still look attractive. As mentioned earlier, bcache will cache the entire OSD, in some cases where
multiple pools may reside on the same OSDs, this behavior maybe undesirable. Also, once bcache
has been configured with SSD and HDD, it is harder to expand the amount of cache if needed in the
future. This also applies if your cluster does not currently have any form of caching; in this scenario,
introducing bcache would be very disruptive. With RADOS tiering, you can simply add additional
SSDs or specifically designed SSD nodes to add or expand the top tier as and when needed.
Another approach is to place the spinning disk OSDs behind a RAID controller with battery backed
write back cache. The RAID controller performs a similar role to bcache and absorbs a lot of the
random write I/O relating to filestore's extra metadata. Both latency and sequential write performance
will increase as a result, read performance will unlikely increase however due to the relatively small
size of the RAID controllers cache. Using a RAID controller, the OSD's journal can also be placed
directly on the disk instead of using a separate SSD. By doing this, journal writes are absorbed by the
RAID controllers cache and will improve the random performance of the journal, as likely most of

the time, the journals contents will just be sitting in the controllers cache. Care does need to be taken
though, as if the incoming write traffic exceeds the capacity of the controllers cache, journal contents
will start being flushed to disk, and performance will degrade. For best performance a separate SSD
or NVMe should be used for the filestore journal although attention should be paid to the cost of using
both a RAID controller with sufficient performance and cache, in addition to the cost of the SSDs.
Both methods have their merits and should be considered before implementing caching in your
cluster.

Summary
In this chapter, we have covered the theory behind Cephs RADOS tiering functionality and looked at
the configuration and tuning operations available to best make it work for your workload. It should
not be forgotten that the most important aspect is to understand your workload and be confident that its
I/O pattern and distribution is cache friendly. By following the examples in this chapter, you should
also now understand the required steps to implement tiered pools and how to apply the configuration
options.

Tuning Ceph
While the default configuration of Linux and Ceph will likely provide reasonable performance due to
many years of research and tweaking by developers, it is likely that a Ceph administrator may want to
try and squeeze more performance out of its hardware. By tuning both, the operating system and Ceph,
performance gains maybe realized. In the Chapter 1, Planning for Ceph you learned about how to
choose hardware for a Ceph cluster; now let's learn how to make the most of it.
In this chapter, you will learn about the following topics:
Latency and why it matters
When you should tune
The dangers of blindly setting configuration options
The importance of benchmarks and when you should learn to ignore them
The importance of being able to observe the results of your tuning
Key tuning options that you should look at
It's important to understand that by tuning, all you are doing is reducing bottlenecks. If you manage to
reduce enough bottlenecks in one area, the bottleneck will simply shift to another area. You will
always have a bottleneck somewhere, and eventually, you will reach a point where you are simply
overt the limit of what a particular hardware can provide. Therefore, the goal should be to reduce
bottlenecks in the software and operating system to unlock the entire potential of your hardware.

Latency
When carrying out benchmarks, you are ultimately measuring the result of latency. All other forms of
benchmarking metrics, including IOPS, MBps, or even higher level application metrics, are
derived from the latency of that request.
IOPS are the number of I/O requests done in a second; the latency of each request directly effects the
possible IOPS and can be seen by this formula:

An average latency of 2 milliseconds per request will result in roughly 500 IOPS assuming each
request is submitted in a synchronous fashion:
1/0.002 = 500
MBps is simply the number of IOPS multiplied by the I/O size:
500 IOPS * 64 KB = 32,000 KBps
It should be clear that when you are carrying out benchmarks, you are actually measuring the end
result of a latency. Therefore, any tuning that you are carrying out should be done to reduce end-to-end
latency for each I/O request.
Before moving on to looking at how to benchmark various components of your Ceph cluster and the
various tuning options available, we first need to understand the various sources of latency from a
typical I/O request. Once we can break down each source of latency into its own category, then it will
be possible to perform benchmarking on each one so that we can reliably track both negative and
positive tuning outcomes at each stage.
The following diagram shows an example Ceph write request with the main sources of latency:

Starting with the client, we can see that on an average, there is probably around a
100 microseconds worth of latency for it to talk to the primary OSD. With 1G networking, this latency
figure could be nearer to 1 milliseconds. We can confirm this figure by either using ping or iperf to
measure the round trip delay between two nodes.
From the previous formula, we can see that with 1G networking, even if there were no other sources
of latency, the maximum synchronous write IOPS would be around 1000.
Although the client introduces some latency of its own, it is minimal compared to the other sources,
and so, it is not included in the diagram.
Next, the OSD which runs the Ceph code introduces latency as it processes the request. It is hard to
put an exact figure against this, but it is affected by the speed of the CPU. A faster CPU with a higher
frequency will run through the code path faster, reducing latency. Early on in the book, the primary
OSD would send the request on to the other two OSDs in the replica set. These are both processed in
parallel so that there is minimal increase in latency going from 2x to 3x replicas, assuming the
backend disks can cope with the load.
There is also an extra network hop between the primary and the replicated OSDs, which introduces
latency into each request
Once the primary OSD has committed the request to its journal and has had an acknowledgement back
from all the replica OSDs that they have also done the same, it can then send an acknowledgment back
to the client and can submit the next I/O request.
Regarding the journal, depending on the type of media being used, the commit latency can vary.
NVMe SSDs will tend to service requests in the 10-20 microseconds range, whereas SATA/SAS
based SSDs will typical service requests in the 50-100 microseconds range. NVMe devices also tend
to have a more consistent latency profile with an increase in the queue depth, making them ideal for
cases where multiple disks might use a single SSD as the same journal. Way ahead are the hard drives

that are measured in 10s of milliseconds, although they are fairly consistent in terms of latency as the
I/O size increases.
It should be obvious that for small, high-performance workloads, hard drive latency would dominate
the total latency figures, and so, SSDs, preferably NVMe, should be used for it.
Overall, in a well-designed and tuned Ceph cluster, all of these parts combined should allow an
average write 4 KB request to be serviced in around 500-750 microseconds.

Benchmarking
Benchmarking is an important tool to quickly be able to see the effect of your tuning efforts and also
determine the limits of what your cluster is capable of. However, it's important that your benchmarks
reflect the type of workload that you would be running normally on your Ceph cluster. It is pointless
to tune your Ceph cluster to excel in large block sequential reads and writes if your final intention is
to run highly latency sensitive OLTP databases on it. If possible, you should try and include some
benchmarks that actually use the same software as your real-life workload. Again in the example of
the OLTP database, look to see if there are benchmarks for your database software, which will give
the most accurate results.

Benchmarking tools
The following list of tools are a recommended set of tools to get you started with benchmarking.

Fio
Fio, the flexible I/O testing tool, allows you to simulate a variety of complex I/O patterns through its
extensive configuration options. It has plugins for both local block devices and RBD, meaning that
you can test RBDs from your Ceph cluster either directly or by mounting them via the Linux RBD
kernel driver.

Sysbench
Sysbench has a MySQL OLTP test suite which simulates an OLTP application.

Ping
Don't underestimate the humble ping tool; along with being able to diagnose many network problems,
it's round trip time is a handy guide as to the latency of a network link.

iPerf
iPerf allows you to conduct a series of network tests to determine the bandwidth between two
servers.

Network benchmarking
There are a number of areas that we need to benchmark on the network to be able to understand any
limitation and make sure there are no miss configurations.
A standard ethernet frame is 1500 bytes, a jumbo frame is typically 9000 bytes. This increased frame
size reduces the overheads for sending data. If you have configured your network with a jumbo frame,
the first thing to check is that they are configured correctly across all your servers and networking
devices. If jumbo frames are configured incorrectly, Ceph will exhibit strange random behavior that
is very hard to trace; therefore, it is essential that jumbo frames are configured correctly and
confirmed to be working before deploying Ceph over the top of your network.
To confirm whether jumbo frames are working correctly, you can use ping to send large packets with
the don't fragment flag set:
ping -M do -s 8972 <destination IP>

This command should be run across all your nodes to make sure they can ping each other using jumbo
frames. If it fails, investigate the issue and resolve before deploying Ceph. It is also worth trying to
automate this test, as future network changes could break this behavior, and diagnosing misconfigured
jumbo frames through Ceph is almost impossible.
The next testing to undertake is to measure the round trip time also with the ping tool. Using the packet
size parameter again but with the don't fragment flag, it is possible to test the round trip time of
certain packet sizes up to 64 KB, which is the maximum IP packet size.
Here are some example readings between two hosts on a 10GBase-T network:
32 B = 85 microseconds
4 KB = 112 microseconds
16 KB = 158 microseconds
64 KB = 248 microseconds
As you can see, larger packet sizes impact the round trip time; this is one reason why larger I/O sizes
will see a decrease in IOPS in Ceph.
Finally, let's test the bandwidth between two hosts to confirm whether we get the expected
performance or not.
Run iperf

-s

on the server that will run the iPerf server role:

Then, run iperf

:

-c <address of iperf server>

We can see that in this example, the two hosts are connected via a 10G network and obtain near the
maximum theoretical throughput. If you do not see the correct throughput, then an investigation into the
network, including host configuration, needs to be done.

Disk benchmarking
It is a good idea to understand the underlying performance of the hard disks and SSDs in your Ceph
cluster, as this will enable you to predict the overall performance of your Ceph cluster. To benchmark
the disks in your cluster, the fio tool will be used.
Use fio carefully if operating in write mode. If you specify a block device, fio will
happily write over any data that exists on that disk
Fio is a complex tool with many configuration options. For the purpose of this chapter, we will
concentrate on using it to perform basic read and write benchmarks:
1. Install the fio tool on a Ceph OSD node:
apt-get install fio

The preceding command gives the following output:

2. Now, create a new file and place the following fio configuration into it:
[global]
ioengine=libaio
randrepeat=0
invalidate=0
rw=randwrite
bs=4k
direct=1
time_based=1
runtime=30
numjobs=1
iodepth=1
filename=/test.fio
size=1G

The previous fio config will run a single threaded 4 KB random write test for 30 seconds. It will
create a 1G test.fio file in the root of the filesystem. If you wish to target a block device directly,
simply set the filename to the block device; but note that with the preceding warning, fio will
overwrite any data on that block device.
Notice that the job is set to use direction, so the page cache will not accelerate any I/O operations.

To run the fio job, simply call fio with the name of the file to which you saved the previous config:
fio <filename>

The preceding command gives the following output:

Once the job is done, fio will produce an output similar to the previous screenshot. You can see that
the fio job runs 39 IOPS and 162 MBps on an average, and the average latency was 25 milliseconds.
There is also a breakdown of latency percentiles, which can be useful for understanding the spread of
the request latency.

RADOS benchmarking
The next step is to benchmark the RADOS layer. This will give you a combined figure, including the
performance of the disks, networking along with the overheads of the Ceph code, and extra replicated
copies of data.
The RADOS command-line tool has a built-in benchmarking command, which by default initiates 16
threads, all writing 4 MB objects. To run the RADOS benchmark, run the following command:
rados -p rbd bench 10 write

This will run the write benchmark for 10 seconds:

In the previous example, it can be seen that the cluster was able to sustain a write bandwidth of
around 480 MBps. The output also gives you latency and other useful figures. Notice that at the end of
the test, it deletes the objects created as part of the benchmark automatically. If you wish to use the
RADOS tool to carry out read benchmarks, then you need to specify the --no-cleanup option to leave the
objects in place, and then run the benchmark again with the benchmark type specified as seq instead of
write. You will then manually need to clear the bench objects afterward.

RBD benchmarking
Finally, we will test the performance of RBDs using our favorite tool fio again. This will test the
entire software and hardware stack, and the results will be very close to what clients would expect to
observe. By configuring fio to emulate certain client applications, we can also get a feel for the
expected performance of these applications.
To test the performance of an RBD, we will use the fio RBD engine, which allows fio to talk directly
to the RBD image. Create a new fio config and place the following into it:
[global]
ioengine=rbd
randrepeat=0
clientname=admin
pool=rbd
rbdname=test
invalidate=0
rw=write
bs=1M
direct=1
time_based=1
runtime=30
numjobs=1
iodepth=1

You can see that, unlike the disk benchmarking configuration, instead of using the libaio engine, this
config file now uses the rbd engine. When using the rbd engine, you also need to specify the RADOS
pool and the cephx user. Finally, instead of specifying a filename or block device, you simply need to
specify an RBD image that exists in the RADOS pool that you configured.
Then, run the fio job to test the performance of your RBDL:

Recommended tunings
Tuning your Ceph cluster will enable you to get the best performance and to get the most benefit from
your hardware. In this section we will look at recommended Ceph tuning options.

CPU
As Ceph is software-defined for storage, its performance is heavily effected by the speed of the CPUs
in the OSD nodes. Faster CPUs mean that the Ceph code can run faster and will spend less time
processing each I/O request. The result is a lower latency per I/O, which, if the underlying storage
can cope, will reduce the CPU as a bottleneck and give a higher overall performance. In Chapter 1,
Planning for Ceph, it was advised that high Ghz processors should be preferred for performance
reasons; however, there are additional concerns with high core count CPUs when they are over
specified for the job.
To understand, we will need to cover a brief history on CPU design. During the early 2000s, CPUs
were all single core designs, which ran constantly at the same frequency and didn't support many low
power modes. As they moved to higher frequencies and core counts started, it became apparent that
not every core would be able to run at its maximum frequency all the time. The amount of heat
generated from the CPU package was simply too great. Fast forward to today, and this still holds true,
there is no such thing as a 4 GHz 20 core CPU; it would simply generate too much heat to be feasible.
However, the clever people who designed CPUs came up with a solution, which allowed each core
to run at a different frequency and also allowed them to power themselves down into deep sleep
states. Both approaches lowered the power and cooling requirements of the CPU down to single
figure watts. The CPUs have much lower clock speeds, but with the ability for a certain total number
of cores to engage turbo mode, higher GHz are possible. There is normally a gradual decrease in the
top turbo frequency as the number of active cores increases to keep the heat output below a certain
threshold. If a low-threaded process is started, the CPU wakes up a couple of cores and speeds them
up to a much higher frequency to get better single-threaded performance. In Intel CPUs, the different
frequency levels are called P-states and sleep levels are called C-states.
This all sounds like the perfect package: a CPU that when idle consumes hardly any power, and yet
when needed, it can turbo boost a handful of cores to achieve high clock speed. Unfortunately, as with
most things in life, there is no such thing as a free lunch. There are some overheads with this approach
that have a detrimental effect on the latency sensitive applications, with Ceph being one of them.
There are two main problems with this approach that impact the latency sensitive applications. The
first being that it takes time for a core to wake up from a sleep state. The deeper the sleep, the longer
it takes to wake up. The core has to reinitialize certain things before it is ready to be used. Here is a
list from an Intel E3-1200v5 CPU; older CPUs may fair slightly worse:
POLL = 0 microsecond
C1-SKL = 2 microseconds
C1E-SKL = 10 microseconds
C3-SKL = 70 microseconds
C6-SKL = 85 microseconds
C7s-SKL = 124 microseconds

C8-SKL = 200 microseconds
We can see that in a worse case, it may take a core up to 200 microseconds to wake up from its
deepest sleep. When you consider that a single Ceph I/O may require several threads across several
nodes to wake up a CPU core, these exit latencies can start to really add up. While P-states that effect
the core frequency don't impact performance quite as much as the C-state exit latencies, the core's
frequency doesn't immediately increase in a speed to maximum as soon as its in use. This means that
under a low utilization, the CPU cores may only be operating at a low GHz. This leads onto the
second problem that lies with the Linux scheduler.
Linux is aware of what core is active and which C-state and P-state each core is running at. It can
fully control each core's behavior. Unfortunately, Linux's scheduler doesn't take any of this
information into account, and instead, it prefers to try and balance threads across cores evenly. What
this means is that with at low utilization, all the CPU cores will spend the bulk on their time in their
lowest C-state and will operate at a low frequency. During a low utilization, this can impact the
latency for small I/Os by 4-5x, which is a significant impact.
Until Linux has a power aware scheduler that will take into account which cores are already active
and schedules threads on them to reduce latency, the best approach is to force the CPU to only sleep
down to a certain C-state and also force it to run at the highest frequency all the time. This does
increase the power draw, but in the newest models of CPU, this has somewhat been reduced. For this
reason, it should be clear why it is recommended to size your CPU to your workload. Running a 40
core server at a high C-state and high frequency will consume a lot of power.
To force Linux to only drop down to the C1 C-state, add this to your GRUB config:
intel_idle.max_cstate=1

Some Linux distributions have a performance mode where this runs the CPUs at a maximum
frequency. However, the manual way to achieve this is to echo values via sysfs. Sticking the following
in the /etc/rc.local will set all your cores to run at their maximum frequency on the boot:
/sys/devices/system/cpu/intel_pstate/min_perf_pct

After you restart your OSD node, these changes should be in effect. Confirm by running these
commands:
sudo cpupower monitor

As mentioned earlier in the chapter, before making the changes, run a reference benchmark, and then
do it again afterwards so that you can understand the gains made by this change.

Filestore
Below are the items you can tune to improve the performance of Filestore.

VFS cache pressure
As the name suggests, the filestore object store works by storing RADOS objects as files on a
standard Linux file system. In most cases, this will be XFS. As each object is stored as a file, there
will likely be hundreds of thousands, if not millions, of files per disk. A Ceph cluster is comprised of
8 TB disks and is used for a RBD workload. Assuming the RBD is made up of the standard 4 MB
objects, there would be nearly 2 million objects per disk.
When an application asks Linux to read or write to a file on a file system, it needs to know where that
file actually exists on the disk. In order to find this location out, it needs to follow the structure of
directory entries and inodes. Each one of these look ups will require disk access if it's not already
cached in memory. This can lead to poor performance in some cases if the Ceph objects, which are
required to be read or written to, haven't been accessed in a while and are hence not cached. This
penalty is a lot higher in spinning disk clusters as opposed to SSD-based clusters due to the impact of
the random reads.
By default, Linux favors the caching of data in the pagecache versus the caching of inodes and
directory entries. In many cases in Ceph, this is the opposite of what you actually want to happen.
Luckily, there is a tuneable kernel that allows you to tell Linux to prefer directory entries and inodes
over pagecache; this can be controlled by the following sysctl setting:
vm.vfs_cache_pressure

Where a lower number sets a preference to cache inodes and directory entries, do not set this to zero.
A zero setting tells the kernel not to flush old entries even in the event of a low memory condition and
can have adverse effects. A value of 1 is recommended.

WBThrottle and/or nr_requests
Filestore uses buffered I/O to write; this brings a number of advantages if the filestore journal is on a
faster media. Client requests are acknowledged as soon as they are written to the journal, and are then
flushed to the data disk at a later date by the standard writeback functionality in Linux. This allows
the spinning disk OSDs to provide write latency similar to SSDs when writing in small bursts. The
delayed writeback also allows the kernel to rearrange I/O requests to the disk to hopefully either
coalesce them, or allow the disk heads to take a more optimal path across the platters. The end effect
is that you can squeeze some more I/O out of each disk than what would be possible with a direct or
sync I/O.
However, the problem occurs when the amount of incoming writes to the Ceph cluster outstrips the
capabilities of the underlying disks. In this scenario, the number of pending I/Os waiting to be written
on disk can increase uncontrollably, and the resulting queue of I/Os can saturate the disk and Ceph
queues. Read requests are particularly badly effected, as they get stuck behind potentially thousands
of write requests, which may take several seconds to flush to the disk.
In order to combat this problem, Ceph has a writeback throttle mechanism built into filestore called
WBThrottle. It is designed to limit the amount of writeback I/Os that can queue up and start the
flushing process earlier than what would be naturally triggered by the kernel. Unfortunately, testing
has shown that the defaults may still not curtail the behavior that can reduce the impact on the read
latency. Tuning can alter this behavior to reduce the write queue lengths and allow reads not to get
effected much. However, there is a trade-off; by reducing the maximum number of writes allowed to
be queued up, you can reduce the kernel's opportunity to maximize the efficiency of reordering the
requests. Some thought needs to be given to what is important for your given use case, workloads, and
tune to match it.
To control the writeback queue depth, you can either reduce the maximum amount of outstanding I/Os
using Ceph's WBThrottle settings, or lower the maximum outstanding requests at the block layer in the
kernel. Both can effectively control the same behavior, and it's really a preference on how you prefer
to implement the configuration.
It should also be noted that the operation priorities in Ceph are more effective with a shorter queue at
the disk level. By shortening the queue at the disk, the main queueing location moves up into Ceph
where it has more control over what I/O has priority. Consider the following example:
echo 8 > /sys/block/sda/queue/nr_requests

With the release of the Linux 4.10 kernel, a new feature was introduced which deprioritizes
writeback I/O; this greatly reduces the impact of write starvation with Ceph and is worth
investigating if running the 4.10 kernel is feasible.

Filestore queue throttling
In the default configuration, when a disk becomes saturated, its disk queue will gradually fill up.
Then, the filestore queue will start to fill up. Up until this point, I/O would have been accepted as fast
as the journal could accept it. As soon as the filestore queue fills up and/or the WBThrottle kicks in,
I/O will suddenly be stopped until the queues fall back below the thresholds. This behavior will lead
to large spikes and, most likely, periods of low performance, where other client requests will
experience high latency.
In order to reduce the spikiness of filestore when the disks become saturated, there are some
additonal configuration options that can be set to gradually throttle back operations as the filestore
queue fills up, instead of bouncing around the hard limit.

filestore_queue_low_threshhold
This is expressed as a percentage between 0.0 and 1.0. Below this threshold, no throttling is
performed.

filestore_queue_high_threshhold
This is expressed as a percentage between 0.0 and 1.0. Between the low and high threshold, throttling
is carried out by introducing a per I/O delay, which is linearly increased from 0 to
filestore_queue_high_delay_multiple/filestore_expected_throughput_ops.
And then from the high threshold to max, it will throttle at the rate determined by
filestore_queue_max_delay_multiple/filestore_expected_throughput_ops

Both of these throttle rates use the configured one, which is expected throughout of the disk to
calculate the correct delay to introduce. The delay_multiple variables are there to allow an increase of
this delay if the queue goes over the high threshold.

filestore_expected_throughput_ops
This should be set to the expected IOPS performance of the underlying disk where the OSD is
running.

filestore_queue_high_delay_multiple
Between the low and high thresholds, this multiple is used to calculate the correct amount of delay to
introduce

filestore_queue_max_delay_multiple
Above the maximum queue size, this multiplier is used to calculate an even greater delay to hopefully
stop the queue from ever filling up.

PG Splitting
A filesystem has a limit on the number of files that can be stored in a directory before performance
starts to degrade when asked to list the contents. As Ceph storing millions of objects per disk, which
are just files, it splits the files across a nested directory structure to limit the number of files placed in
each directory. As the number of objects in the cluster increases, so does the number of files per
directory. When the number of files in these directories exceed these limits, Ceph splits the directory
into further sub directories and migrates the objects to them. This operation can have a significant
performance penalty when it occurs. Furthermore, XFS tries to place its files in the same directory
close together on the disk. When PG splitting occurs, fragmentation of the XFS filesystem can occur,
leading to further performance degradation.
By default, Ceph will split a PG when it contains 320 objects. An 8 TB disk in a Ceph cluster
configured with the recommended number of PGs per OSD will likely have over 5000 objects per
PG. This PG would have gone through several PG split operations in its lifetime, resulting in a
deeper and more complex directory structure.
As mentioned previously in the VFS cache pressure section, to avoid costly dentry lookups, the kernel
tries to cache them. The result of PG splitting means that there is a higher number of directories to
cache, and there may not be enough memory to cache them all, leading to poorer performance.
A common approach to this problem is to increase the allowed number of files in each directory by
setting the OSD configuration options as follows:
filestore_split_multiple

also this setting
filestore_merge_threshold

With the formula here, you can set at what threshold Ceph will split a PG:

Care should be taken. Although increasing the threshold will reduce the occurences of PG splitting
and also reduce the complexity of the directory structure, when a PG split does occur, it will have to
split far more objects. The greater the number of objects that will need to be split will have a bigger
impact on performance and may even lead to OSD's timing out. There is a trade-off of split frequency
to split time; the defaults may be slightly on the conservative side, especially with larger disks.
Doubling or tripling the split threshold can probably be done safely without too much concern; greater
values should be tested with the cluster under I/O load before putting it into production.

Scrubbing
Scrubbing is Ceph's way of verifying that the objects stored in RADOS are consistent, and to
protect against bit rot or other corruptions. Scrubbing can either be normal or deep, depending on the
set schedule. During a normal scrub operation, Ceph reads all objects for a certain PG and compares
the copies to make sure that their size and attributes match. A deep scrub operation goes one step
further and compares the actual data contents of the objects. This generates a lot more I/O than the
simpler standard scrubbing routine. Normal scrubbing is carried out daily, whereas deep scrubbing is
attempted to be carried out weekly due to the extra I/O load.
Despite being deprioritized, scrubbing does have an impact on client IO, and so, there are a number
of OSD settings that can be tweaked to guide Ceph as to when it should carry out the scrubbing.
The osd _scrub_begin_hour and osd _scrub_end_hour OSD configuration options determine the window Ceph
will try and schedule scrubs in. By default, these are set to allow scrubbing to occur throughout the
24-hour period. If your workload only runs through the day, you might want to adjust the scrub start
and end times to tell Ceph that you want it to scrub during off peak times only.
It should be noted that this time, a window is only honored if the PG has not fallen outside its
maximum scrub interval. If it has, then it will be scrubbed regardless of the time window settings.
The default max intervals for both normal and deep scrubs are set to one week.

OP priorities
Ceph has the ability to prioritize certain operations over others, with the idea that the client I/Os
should have precedence over the recovery, scrubbing, and snapshot trimming IO. These priorities are
controlled by the following configuration options:
osd
osd
osd
osd

client op priority
recovery op priority
scrub priority
snap trim priority

Here, the higher the value, the higher priority. The default values work fairly well, and there shouldn't
be much requirement to change them. But there can be some benefit in lowering the priority of scrub
and recovery operations to limit their impact on the client I/O. It's important to understand that Ceph
can only prioritize the I/O in the sections of the I/O path that it controls. Therefore, tuning the disk
queue lengths in the previous section may be needed to get maximum benefit.

The Network
The network is a core component of a Ceph cluster, and its performance will greatly affect the overall
performance of the cluster. 10 GB should be treated as a minimum; 1 GB networking will not provide
the required latency for a high performance Ceph cluster. There are a number of tunings that can help
to improve the network performance by decreasing latency and increasing throughput.
The first thing to consider if you wish to use jumbo frames is using an MTU of 9000 instead of 1500;
each I/O request can be sent using less Ethernet frames. As each Ethernet frame has a small overhead,
increasing the maximum Ethernet frame to 9000 can help. In practice, gains are normally less than 5%
and should be weighed up against the disadvantages of having to make sure every device is
configured correctly.
The following network options set in your sysctl.conf are recommended to maximize network
performance:
#Network buffers
net.core.rmem_max = 56623104
net.core.wmem_max = 56623104
net.core.rmem_default = 56623104
net.core.wmem_default = 56623104
net.core.optmem_max = 40960
net.ipv4.tcp_rmem = 4096 87380 56623104
net.ipv4.tcp_wmem = 4096 65536 56623104
#Maximum connections and backlog
net.core.somaxconn = 1024
net.core.netdev_max_backlog = 50000
#TCP tuning options
net.ipv4.tcp_max_syn_backlog = 30000
net.ipv4.tcp_max_tw_buckets = 2000000
net.ipv4.tcp_tw_reuse = 1
net.ipv4.tcp_tw_recycle = 1
net.ipv4.tcp_fin_timeout = 10
#Don't use slow start on idle TCP connections
net.ipv4.tcp_slow_start_after_idle = 0

If you are using ipv6 for your Ceph cluster, make sure you use the appropriate ipv6
sysctl options.

General system tuning
There are a number of general system parameters that are recommended to be tuned to best suit
Ceph's performance requirements. The settings below can be added to your /etc/sysctl.conf file.
#Make sure that the system has sufficient memory free at all times:
vm/min_free_kbytes = 524288

# Increase the maximum number of allowed processes:
kernel.pid_max=4194303

#Maximum number of file handles:
fs.file-max=26234859

Kernel RBD
The Linux kernel RBD driver allows you to directly map Ceph RBDs as standard Linux block
devices and use them in the same way as any other device. Generally, kernel mapped RBDs need
minimum configuration, but in some special cases some tuning maybe necessary.
Firstly, it is recommended to use a kernel that is as new as possible because newer kernels will have
better RBD support, and in some cases, improved performance.

Queue Depth
Since kernel 4.0, the RBD driver uses blk-mq, which is designed to offer higher performance than the
older queuing system. By default, the maximum outstanding requests possible with RBD when using
blk-mq is 128. For most use cases, this is more than enough; however, if your workload needs to utilize
the full power of a large Ceph cluster, then you may find that only having 128 outstanding requests is
not enough. There is an option that can be specified when mapping the RBD to increase this value and
can be set next.

ReadAhead
By default, RBD will be configured with a 128 KB readahead. If your workload mainly involves
large sequential reading, then you can get a significant boost in performance by increasing the
readahead value. In kernels before 4.4, there was a limitation where readahead values bigger than 2
MB were ignored. In most storage systems, this was not an issue, as the stripe sizes would have been
smaller than 2 MB. As long as readahead is bigger than the stripe size, all the disks will be involved
and performance will increase.
By default, a Ceph RBD is striped across 4 MB objects, and so, an RBD has a chunk size of 4 MB
and a stripe size = 4 MB*Number of OSDS in the cluster. Therefore, with a readahead size smaller
than 4 MB, most of the time readahead will be doing very little to improve performance, and you will
likely see that read's performance is struggling to exceed that of a single OSD.
In kernel 4.4 and above, you can set the readahead value much higher and experience read
performance in the hundreds of MBs in a second range.

PG distributions
While not strictly a performance tuning option, ensuring even PG distribution across your Ceph
cluster is an essential task that should be undertaken during the early stages of the deployment of your
cluster. As Ceph uses CRUSH to pseudo randomly determine where to place data, it will not always
balance PG equally across every OSD. A Ceph cluster that is not balanced will be unable to take full
advantage of the raw capacity, as the most oversubscribed OSD will effectively become the limit to
the capacity.
An unevenly balanced cluster will mean that a higher number of requests will be targeted at the
OSDs holding the most PGs. These OSDS will then place an artificial performance ceiling on the
cluster, especially if the cluster is comprised of spinning disk OSDS.
To rebalance PGs across a Ceph cluster, you simply have to reweight the OSD so that CRUSH adjusts
how many PGs will be stored on it. It's important to note that, by default, the weight of every OSD is
1, and you cannot weight an underutilized OSD above 1 to increase its utilization. The only option is
to decrease the reweight value of over-utilized OSDs, which should move PGs to the less utilized
OSDS.
It is also important to understand that there is a difference between the CRUSH weight of an OSD and
the reweight value. The reweight value is used as an override to correct the misplacement from the
CRUSH algorithm. The reweight command only effects the OSD and will not affect the weight of the
bucket (for example, host), that it is a member of. It is also reset to 1.0 on restart of the OSD. While
this can be frustrating, it's important to understand that any future modification to the cluster, be it
increasing the number of PGs or adding additional OSDs, would have likely made any reweight value
incorrect. Therefore, reweighting OSDs should not be looked at as a one-time operation, but
something that is being continuously done and will adjust to the changes in the cluster.
To reweight an OSD, simply use this simple command:
Ceph osd reweight <osd number> <weight value 0.0-1.0>

Once executed, Ceph will start backfilling to move PGs to their newly assigned OSDS.
Of course, searching through all your OSDS and trying to find the OSD that needs weighting, and then
running this command for everyone, would be a very lengthy process. Luckily, there is another Ceph
tool that can automate a large part of this process:
ceph osd reweight-by-utilisation <threshold> <max change>
<number of OSDs>

This command will compare all the OSDs in your cluster and change the override weighting of the
top N most OSDs, where N is controlled by the last parameter, which is over the threshold value. You
can also limit the maximum change applied to each OSD by specifying the second parameter: 0.05 or
5% is normally a recommended figure.

There is also a test-reweight-by-utilization command, which will allow you to see what the command
would do before running it.
While this command is safe to use, there are a number of things that should be taken into consideration
before running it:
It has no concept of different pools on different OSDs. If, for example, you have an SSD tier and
an HDD tier, the reweight-by-utilization command will still try and balance data across all OSDs.
If your SSD tier is not as full as the HDD tier, the command will not work as expected. If you
wish to balance OSDs confined to a single bucket, look into the script version of this command
created by Cern.
It is possible to reweight the cluster to the point that CRUSH is unable to determine placement
for some PGs. If recovery halts and one or more PGs are left in a remapped state, then this is
likely what has happened. Simply increase or reset the reweight values to fix it.
Once you are confident with the operation of the command, it is possible to schedule it via cron so that
your cluster is kept in a more balanced state automatically.

Summary
You should now have extensive knowledge on how to tune a Ceph cluster to maximize performance
and achieve lower latency. Through the use of benchmarks, you should now be able to perform before
and after tests to confirm if your tunings have had the desired effect. It is worth reviewing the official
Ceph documentation to get a better understanding of some of the other configuration options that may
be beneficial to your cluster.

Troubleshooting
Ceph is largely autonomous in taking care of itself and recovering from failure scenarios, but in some
cases human intervention is required. This chapter will look at such common errors and failure
scenarios and how to bring Ceph back to working by troubleshooting them. You will learn the
following topics:
How to correctly repair inconsistent objects
How to solve problems with the help of peering
How to deal with near_full and too_full OSDs
How to investigate errors via Ceph logging
How to investigate poor performance
How to investigate PGs in a down state

Repairing inconsistent objects
We will now see how we can correctly repair inconsistent objects.
1. To be able to recreate an inconsistent scenario, create an RBD, and later we'll make a file
system on it:

2. Now, check to see which objects have been created by formatting the RBD with a file system:

3. Pick one object at random and use the osd
in:

map

command to find out which PG the object is stored

4. Find this object on the disk on one of the OSD nodes; in this case, it is OSD.0 on OSD1:

5. Corrupt it by echoing garbage over the top of it:

6. Now, tell Ceph to do a scrub on the PG that contains the object that we corrupted:

7. If you check the Ceph status, you will see that Ceph has detected the corrupted object and

marked the PG as inconsistent. From this point onward, forget that we corrupted the object
manually and work through the process as if it were for real:

By looking at the detailed health report, we can find the PG that contains the corrupted
object. We could just tell Ceph to repair the PG now; however, if the primary OSD is the
one that holds the corrupted object, it will overwrite the remaining good copies. This
would be bad; thus in order to make sure this doesn’t happen, before running the repair
command we will confirm which OSD holds the corrupt object.

By looking at the health report we can see the three OSD’s which hold a copy of the
object; the first OSD is the primary.
8. Log onto the primary OSD node and open the log file for the primary OSD. You should be able
to find the log entry where it indicates what object was flagged up by the PG scrub.
9. Now by logging on to each OSD and navigating through the PG structure, find the object
mentioned in the log file and calculate a md5sum of each copy.

md5sum of object on osd node one

md5sum of object on osd node two

md5sum of object on osd node three.

We can see that the object on OSD.0 has a different md5sum, and so we know that it is the
corrupt object.
OSD.0 = \0d599f0ec05c3bda8c3b8a68c32a1b47
OSD.2 = \b5cfa9d6c8febd618f91ac2843d50a1c
OSD.3 = \b5cfa9d6c8febd618f91ac2843d50a1c

Although we already know which copy of the object was corrupted as we manually corrupted the
object on OSD.0, let's pretend we hadn’t done it, and this corruption was caused by some random
cosmic ray. We now have the md5sum of the three replica copies and can clearly see that the copy on
OSD.0 is wrong. This is a big reason why a 2x replication scheme is bad; if a PG becomes inconsistent,
you can’t figure out which one is the bad one. As the primary OSD for this PG is 2, as can be seen in
both the Ceph health details and the Ceph OSD map commands, we can safely run the ceph pg repair
command without the fear of copying the bad object over the top of the remaining good copies.

We can see that the inconsistent PG has repaired itself:

In the event that the copy is corrupt on the primary OSD, then the following steps should be taken:
1.
2.
3.
4.

Stop the primary OSD.
Delete the object from the PG directory.
Restart the OSD.
Instruct Ceph to repair the PG.

Full OSDs
By default, Ceph will warn when OSD utilization approaches 85%, and it will stop write I/O to the
OSD when it reaches 95%. If, for some reason, the OSD completely fills up to 100%, then the OSD is
likely to crash and will refuse to come back online. An OSD that is above the 85% warning level will
also refuse to participate in backfilling, so the recovery of the cluster may be impacted when OSDs
are in a near full state.
Before covering the troubleshooting steps around full OSDs, it is highly recommended that you
monitor the capacity utilization of your OSDs, as described in the monitoring chapter. This will give
you advanced warning as OSDs approach the near_full warning threshold.
If you find yourself in a situation where your cluster is above the near full warning state, you have
two main options:
1. Add some more OSDs.
2. Delete some data.
However, in the real world, both of these are either impossible or will take time, in which case the
situation can deteriorate. If the OSD is only at the near_full threshold, then you can probably get things
back on track by checking whether your OSD utilization is balanced, and then you can perform PG
balancing if not. This was covered in more detail in the tuning chapter. The same applies to
the too_full OSDs as well; although you are unlikely going to get them back below 85%, at least you
can resume write operations.
If your OSDs have completely filled up, then they are in an offline state and will refuse to start. Now,
you have an additional problem. If the OSDs will not start, then no matter what rebalancing or
deletion of data you carry out, it will not be reflected on the full OSDs as they are offline. The only
way to recover from this situation is to manually delete some PGs from the disk's file system to let the
OSD start.
The following steps should be undertaken for this:
1. Make sure the OSD process is not running.
2. Set nobackfill on the cluster, to stop the recovery from happening when the OSD comes back
online.
3. Find a PG that is in an active, clean, and remapped state and exists on the offline OSD.
4. Delete this PG from the offline OSD.
5. Hopefully you should now be able to restart the OSD.
6. Delete data from the Ceph cluster or rebalance PG’s.
7. Remove nobackfill.
8. Run a scrub and repair the PG you just deleted.

Ceph logging
When investigating errors, it is very handy to be able to look through the Ceph log files to get a better
idea of what is going on. By default, the logging levels are set so that only the important events are
logged. During troubleshooting the logging levels may need to be increased in order to reveal the
cause of the error. To increase the logging level, you can either edit ceph.conf , add the new logging
level, and then restart the component, or, if you don’t wish to restart the Ceph daemons, you can inject
the new configuration parameter into the live running daemon. To inject parameters, use the ceph tell
command:
ceph tell osd.0 injectargs --debug-osd 0/5

Then, set the logging level for the OSD log on osd.0 to 0/5. The number 0 is the disk logging level, and
the number 5 is the in memory logging level.
At a logging level of 20, the logs are extremely verbose and will grow quickly. Do not
keep high verbosity logging enabled for too long. Higher logging levels will also
have an impact on performance.

Slow performance
Slow performance is defined when the cluster is actively processing IO requests, but it appears to be
operating at a lower performance level than what is expected. Generally, slow performance is caused
by a component of your Ceph cluster reaching saturation and becoming a bottleneck. This maybe due
to an increased number of client requests or a component failure that is causing Ceph to perform
recovery.

Causes
Although there are many things which may cause Ceph to experience slow performance, here are
some of the most likely causes.

Increased client workload
Sometimes, slow performance may not be due to an underlying fault; it may just be that the number
and the type of client requests may have exceeded the capability of the hardware. Whether this is due
to a number of separate workloads all running at the same time, or just a slow general increase over a
period of time, if you are capturing the number of client requests across your cluster, this should be
easy to trend. If the increased workload looks like it's permanent, then the only solution is to add
some additional hardware.

Down OSDs
If a significant number of OSDs are marked down in a cluster, perhaps due to a whole OSD node
going offline, although recovery will not start until the OSD’s are marked out, the performance will
be affected, as the number of IOPs available to service the client IO will now be lower. Your
monitoring solution should alert you if this is happening and allow you to take action.

Recovery and backfilling
When an OSD is marked out, the affected PGs will re-peer with new OSDs and start the process of
recovering and backfilling data across the cluster. This process can can put strain on the disks in a
Ceph cluster and lead to higher latencies for client requests. There are several tuning options that can
reduce the impact of backfilling by reducing the rate and priority. These should be evaluated against
the impact of slower recovery from failed disks, which may reduce the durability of the cluster.

Scrubbing
When Ceph performs deep scrubbing to check your data for any inconsistencies, it has to read all the
objects from the OSD; this can be a very IO-intensive task, and on large drives, the process can take a
long time. Scrubbing is vital to protect against data loss and therefore should not be disabled. Various
tuning options were discussed in Chapter 9, Tuning Ceph regarding setting windows for scrubbing and
its priority. By tweaking these settings, a lot of the performance impact on client workloads from
scrubbing can be avoided.

Snaptrimming
When you remove a snapshot, Ceph has to delete all the objects which have been created due to the
copy on write nature of the snapshot process. From Ceph 10.2.8 onward, there is an improved OSD
setting called osd_snap_trim_sleep, which makes Ceph wait for the specified number of settings between
the trimming of each snapshot object. This ensures that the backing object store does not become
overloaded.
Although this setting was available in previous jewel releases, its behavior was not
the same and should not be used.

Hardware or driver issues
If you have recently introduced new hardware into your Ceph cluster and, after backfilling has
rebalanced your data, you start experiencing slow performance, check for firmware or driver updates
relating to your hardware, as newer drivers may require a newer kernel. If you have only introduced a
small amount of hardware, then you can temporarily mark the OSDs out on it without going below
your pool's min_size; this can be a good way to rule out hardware issues.

Monitoring
This is where the monitoring you configured in Chapter 8, Tiering with Ceph, can really come in useful,
as it will allow you to compare long-term trends with current metric readings and see if there are any
clear anomalies.
It is recommended you first look at the disk performance as, in most cases of poor performance, the
underlying disks are normally the components that become the bottleneck.
If you do not have monitoring configured or wish to manually drill deeper into the performance
metrics, then there are a number of tools you can use to accomplish this.

iostat
iostat can be used to get a running overview of the performance and latency of all the disks running in
your OSD nodes. Run iostat with the following command:
iostat -d 1 -x

You will get a display similar to this, which will refresh once a second:

As a rule of thumb, if a large number of your disks are showing a high % util over a period of time, it
is likely that your disks are being saturated. It may also be worth looking at the r_await time to see if
read requests are taking longer than what should be expected for the type of disk in your OSD nodes.
As mentioned earlier, if you find that high disk utilization is the cause of slow performance and the
triggering factor is unlikely to dissipate soon, then extra disks are the only solution.

htop
Like the standard top utility, htop provides a live view of the CPU and the memory consumption of the
host. However, it also produces a more intuitive display that may make judging overall system
resource use easier, especially with the rapidly changing resource usage of Ceph.

atop
atop is another useful tool; it captures performance metrics for CPU, RAM, disk, network, and can
present this all in one view; this makes it very easy to get a complete overview of the system resource
usage.

Diagnostics
There are a number of internal Ceph tools that can be used to help diagnose a slow performance. The
most useful command for investigating slow performance is dumping current in-flight operations,
which can be done with a command such as the following:
sudo ceph daemon osd.x dump_ops_in_flight

This will dump all current operations for the specified OSD and break down all the various timings
for each step of the operation. Here is an example of an inflight IO:

From the previous example IO, we can see all the stages that are logged for each operation; it is clear
that this operation is running without any performance problems. However, in the event of slow
performance, you may see a large delay between two steps, and directing your investigation into this
area may lead you to the route cause.

Extremely slow performance or no IO
If your cluster is performing really slowly, to the point that it is barely servicing IO requests, then
there is probably an underlying fault or configuration issue. These slow requests will likely be
highlighted on the Ceph status display with a counter for how long the request has been blocked.
There are a number of things to check in this case.

Flapping OSDs
Check ceph.log on the monitors, and see whether it looks like any OSDs are flapping up and down.
When an OSD joins a cluster, its PGs begin peering. During this peering process, IO is temporarily
halted, so in the event of a number of OSD’s flapping, the client IO can be severely impacted. If there
is evidence of flapping OSDs, the next step is to go through the logs for the OSDs that are flapping,
and see whether there are any clues as to what is causing them to flap. Flapping OSDs can be tough to
track down as there can be several different causes, and the problem can be widespread.

Jumbo frames
Check that a network change hasn’t caused problems with jumbo frames if in use. If jumbo frames are
not working correctly, smaller packets will most likely be successfully getting through to other OSDs
and MONs, but larger packets will be dropped. This will result in OSDs that appear to be half
functioning, and it can be very difficult to find an obvious cause. If something odd seems to be
happening, always check that jumbo frames are being allowed across your network using ping.

Failing disks
As Ceph stripes data across all disks in the cluster, a single disk, which is in the process of failing but
has not yet completely failed, may start to cause slow or blocked IO across the cluster. Often, this
will be caused by a disk that is suffering from a large number of read errors, but it is not severe
enough for the disk to completely fail. Normally, a disk will only reallocate sectors when a bad
sector is written to. Monitoring the SMART stats from the disks will normally pick up conditions
such as these and allow you to take action.

Slow OSDs
Sometimes an OSD may start performing very poorly for no apparent reason. If there is nothing
obvious being revealed by your monitoring tools, consult ceph.log and the Ceph health detail output.
You can also run Ceph osd perf, which will list all the commit and apply latencies of all your
OSDs and may also help you identify a problematic OSD.
If there is a common pattern of OSDs referenced in the slow requests, then there is a good chance that
the mentioned OSD is the cause of the problems. It is probably worth restarting the OSD in case that
resolves the issue; if the OSD is still problematic, it would be advisable to mark it out and then
replace the OSD.

Investigating PGs in a down state
A PG in a down state will not service any client operations, and any object contained within the PG
will be unavailable. This will cause slow requests to build up across the cluster as clients try to
access these objects. The most common reason for a PG to be in a down state is when a number of
OSDs are offline, which means that there are no valid copies of the PGs on any active OSDs.
However, to find out why a PG is down, you can run the following command:
ceph pg x.y query

This will produce a large amount of output; the section we are interested in shows the peering status.
The example here was taken from a PG whose pool was set to min_size 1 and had data written to it
when only OSD 0 was up and running. OSD 0 was then stopped and OSDs 1 and 2 were started.

We can see that the peering process is being blocked, as Ceph knows that the PG has newer data
written to OSD 0. It has probed OSDs 1 and 2 for the data, which means that it didn’t find anything it
needed. It wants to try and pol OSD 0, but it can’t because the OSD is down, hence the
message starting or marking this osd lost may let us proceed appeared.

Large monitor databases
Ceph monitors use leveldb to store all of the required monitor data for your cluster. This includes
things such as the monitor map, OSD map, and PG map, which OSDs and clients pull from the
monitors to be able to locate objects in the RADOS cluster. One particular feature that one should be
aware of is that during a period where the health of the cluster doesn’t equal HEALTH_OK, the monitors do
not discard any of the older cluster maps from its database. If the cluster is in a degraded state for an
extended period of time and/or the cluster has a large number of OSDs, the monitor database can
grow very large.
In normal operating conditions, the monitors are very lightweight on resource consumption; because
of this, it’s quite common for smaller disk sizes to be used for the monitors. In the scenario where a
degraded condition continues for an extended period, it’s possible for the disk holding the monitor
database to fill up, which, if it occurs across all your monitor nodes, will take down the entire cluster.
To guard against this behavior, it maybe worth deploying your monitor nodes using LVM so that, in the
event the disks need to be expanded, this can be done a lot more easily. When you get into this
situation, adding disk space is the only solution, until you can get the rest of your cluster into a
HEALTH_OK state.
If your cluster is in a HEALTH_OK state, but the monitor database is still large, you can compact it by
running the following command:
sudo ceph tell mon.{id} compact

However, this will only work if your cluster is in a HEALTH_OK state; the cluster will not discard old
cluster maps, which can be compacted, until it’s in a HEALTH_OK state.

Summary
In this chapter, you learned how to deal with problems that Ceph is not able to solve by itself. You
now understand the necessary steps to troubleshoot a variety of issues that, if left unhandled, could
escalate into bigger problems. Furthermore, you also have a good idea of the key areas to look at
when your Ceph cluster is not performing as expected. You should feel confident that you are now in a
much better place to handle Ceph-related issues whenever they appear.

Disaster Recovery
In the previous chapter, you learned how to troubleshoot common Ceph problems, which, although
may be affecting the operation of the cluster, weren't likely to cause a total outage or data loss. This
chapter will cover more serious scenarios where the Ceph cluster is down or unresponsive. It will
also cover various techniques to recover from data loss. It is to be understood that these techniques
are more than capable of causing severe data loss themselves and should only be attempted as a last
resort. If you have a support contract with your Ceph vendor or have a relationship with Red Hat, it is
highly advisable to consult them first before carrying out any of the recovery techniques listed in this
chapter.
In this chapter, you will learn the following:
How to avoid data loss
How to use RBD mirroring to provide highly available block storage
How to investigate asserts
How to rebuild monitor dbs from OSDs
How to extract PGs from a dead OSD
How to recover from lost objects or inactive PGs
How to rebuild a RBD from dead OSDs

What is a disaster?
To be able to recover from a disaster, you first have to understand and be able to recognize one. For
the purpose of this chapter, we will work with the assumption that anything that leads to a sustained
period of downtime is classed as a disaster. This will not cover scenarios where a failure happens
that Ceph is actively working to recover from, or where it is believed that the cause is likely to be
short lived. The other type of disaster is one that leads to a permanent loss of data unless recovery of
the Ceph cluster is possible. Data loss is probably the most serious issue as the data may be
irreplaceable or can cause serious harm to the future of the business.

Avoiding data loss
Before starting to cover some recovery techniques, it is important to cover some points discussed in C
hapter 1, Planning for Ceph. Disaster recovery should be seen as a last resort; the recovery guides in
this chapter should not be relied upon as a replacement for following best practices.
Firstly, make sure you have working and tested backups of your data; in the event of an outage you
will feel a million times more relaxed if you know that in the worst cases, you can fall back to
backups. While an outage may cause discomfort for your users or customers, informing them that their
data, which they had entrusted you with, is now gone and is far worse. Also, just because you have a
backup system in place, do not blindly put your trust in it. Regular test restores will mean that you
will be able to rely on them when needed.
Make sure you follow some design principles also mentioned in Chapter 1, Planning for Ceph. Don't
use configuration options, such as nobarrier, and strongly consider the replication level you use with in
Ceph to protect your data. The chances of data loss are strongly linked to the redundancy level
configured in Ceph, so careful planning is advised here.

What can cause an outage or data loss?
The majority of outages and cases of data loss will be directly caused by the loss of a number of
OSDs that exceed the replication level in a short period of time. If these OSDs do not come back
online, be it due to a software or hardware failure and Ceph was not able to recover objects inbetween OSD failures, then these objects are now lost.
If an OSD has failed due to a failed disk, then it is unlikely that recovery will be possible unless
costly disk recovery services are utilized, and there is no guarantee that any recovered data will be in
a consistent state. This chapter will not cover recovering from physical disk failures and will simply
suggest that the default replication level of 3 should be used to protect you against multiple disk
failures.
If an OSD has failed due to a software bug, the outcome is possibly a lot more positive, but the
process is complex and time-consuming. Usually an OSD, which, although the physical disk is in a
good condition is unable to start, is normally linked to either a software bug or some form of
corruption. A software bug may be triggered by an uncaught exception that leaves the OSD in a state
that it cannot recover from. Corruption may occur after an unexpected loss of power where the
hardware or software was not correctly configured to maintain data consistency. In both cases, the
outlook for the OSD itself is probably terminal, and if the cluster has managed to recover from the
lost OSDs, it's best just to erase and reintroduce the OSD as an empty disk.
If the number of offline OSDs has meant that all copies of an object are offline, then recovery
procedures should be attempted to try and extract the objects from the failed OSDs, and insert them
back into the cluster.

RBD mirroring
As mentioned previously, working backups are a key strategy in ensuring that a failure does not result
in the loss of data. Starting with the Jewel release, Ceph introduced RBD mirroring, which allows
you to asynchronously mirror an RBD from one cluster to another. Note the difference between Cephs
native replication, which is synchronous, and RBD mirroring. With synchronous replication, low
latency between peers is essential, and asynchronous replication allows the two Ceph clusters to be
geographically remote, as latency is no longer a factor.
By having a replicated copy of your RBD images on a separate cluster, you can dramatically reduce
both your Recovery Time Objective (RTO) and Recovery Point Objective (RPO). The RTO is a
measure of how long it takes from initiating recovery to when the data is usable. It is the worst case
measurement of time between each data point and describes the expected data loss. A daily backup
would have an RPO of 24 hours; for example, potentially, any data written up to 24 hours since the
last backup would be lost if you had to restore from a backup.
With RBD mirroring, data is asynchronously replicated to the target RBD, and so, in most cases, the
RPO should be under a minute. As the target RBD is also a replica and not a backup that would
require to be first restored, the RTO is also likely going to be extremely low. Additionally, as the
target RBD is stored on a separate Ceph cluster, it offers additional protection over snapshots, which
could also be impacted if the Ceph cluster itself experiences issues. At first glance, this makes RBD
mirroring seem like the perfect tool to protect against data loss, and in most cases, it is a very useful
tool. RBD mirroring is not a replacement for a proper backup routine though. In the cases where data
loss is caused by actions internal to the RBD, such as file system corruption or user error, these
changes will be replicated to the target RBD. A separate isolated copy of your data is vital.
With that said, let's take a closer look into how RBD mirroring works.

The journal
One of the key components in RBD mirroring is the journal. The RBD mirroring journal stores all
writes to the RBD and acknowledges to the client once they have been written. These writes are then
written to the primary RBD image. The journal itself is stored as RADOS objects, prefixed similarly
to how RBD images are. Separately, the remote rbd-mirror daemon polls the configured RBD mirrors
and pulls the newly written journal objects across to the target cluster and replays them into the target
RBD.

The rbd-mirror daemon
The rbd-mirror daemon is responsible for replaying the contents of the journal to a target RBD in
another Ceph cluster. The rbd-mirror daemon only needs to run on the target cluster, unless you wish to
replicate both ways, in which case, it will need to run on both clusters.

Configuring RBD mirroring
In order to use the RBD mirroring functionality, we will require two Ceph clusters. We could deploy
two identical clusters we have been using previously, but the number of VMs involved may exceed
the capabilities of what most people's personal machines can run. Therefore, we will modify our
vagrant and ansible configuration files to deploy two separate Ceph clusters each with a single
monitor and an OSD node.
The required Vagrantfile is very similar to the one used in Chapter 2, Deploying Ceph to deploy your
initial test cluster; the hosts part at the top should now look like this:
nodes = [
{ :hostname => 'ansible', :ip => '192.168.0.40', :box => 'xenial64' },
{ :hostname => 'site1-mon1', :ip => '192.168.0.41', :box => 'xenial64' },
{ :hostname => 'site2-mon1', :ip => '192.168.0.42', :box => 'xenial64' },
{ :hostname => 'site1-osd1', :ip => '192.168.0.51', :box => 'xenial64', :ram => 1024, :osd => 'yes' },
{ :hostname => 'site2-osd1', :ip => '192.168.0.52', :box => 'xenial64', :ram => 1024, :osd => 'yes' }
]

For the anisble configuration, we will maintain two separate ansible configuration instances so that
each cluster can be deployed seperately. We will then maintain separate hosts files per instance,
which we will specify when we run the playbook. To do this, we will not copy the ceph-ansible files
into /etc/ansible, but keep them in the home directory.
git clone https://github.com/ceph/ceph-ansible.git
cp -a ceph-ansible ~/ceph-ansible2

Create the same two files called all and Ceph, in the group_vars directory as we did in Chapter 2,
Deploying Ceph. This needs to be done in both copies of ceph-ansible:
1. Create a hosts file in each ansible directory, and place the two hosts in each:

The above image is for host one and the below image is for the second host

2. Then, run the site.yml playbook under each ceph-ansible instance to deploy our two Ceph clusters:
ansible-playbook -K -i hosts site.yml

3. Before we can continue with the configuration of the RBD mirroring, we need to adjust the
replication level of the default pools to 1, as our clusters only have 1 OSD. Run these commands
on both the clusters:

4. Now, install the RBD mirroring daemon on both the clusters:
sudo apt-get install rbd-mirror

5. In order for the rbd-mirror daemon to be able to communicate with both clusters, we need to copy
ceph.conf and the keyring from both the clusters to each other:
6. Copy ceph.conf from site1-mon1 to site2-mon1 and call it remote.conf:
7. Copy ceph.client.admin.keyring from site1-mon1 to site2-mon1 and call it remote.client.admin.keyring:
8. Repeat these two steps but this time copy the files from site2-mon1 to site1-mon1:
9. Remember to make sure the keyrings are owned by ceph:ceph:
sudo chown ceph:ceph /etc/ceph/remote.client.admin.keyring

10. Now, we need to tell Ceph that the pool called rbd should have the mirroring function enabled:
sudo rbd --cluster ceph mirror pool enable rbd image

11. Repeat this for the target cluster:
sudo rbd --cluster remote mirror pool enable rbd image

12. Add the target cluster as a peer of the pool mirroring configuration:
sudo rbd --cluster ceph mirror pool peer add rbd client.admin@remote

13. Run the same command locally on the second Ceph cluster as well:
sudo rbd --cluster ceph mirror pool peer add rbd client.admin@remote

14. Back on the first cluster, let's create a test RBD to use with our mirroring lab:
sudo rbd create mirror_test --size=1G

15. Enable the journaling feature on the RBD image:
sudo rbd feature enable rbd/mirror_test journaling

16. Finally, enable mirroring for the RBD:
sudo rbd mirror image enable rbd/mirror_test

It’s important to note that RBD mirroring works via a pull system. The rbd-mirror daemon needs to run
on the cluster that you wish to mirror the RBDs to; it then connects to the source cluster and pulls the
RBDs across. If you were intending to implement a two-way replication where each Ceph cluster
replicates with each other, then you would run the rbd-mirror daemon on both the clusters. With this in
mind, let's enable and start the systemd service for rbd-mirror on your target host:
sudo systemctl enable ceph-rbd-mirror@admin
sudo systemctl start ceph-rbd-mirror@admin

The rbd-mirror daemon will now start processing all the RBD images configured for mirroring on your
primary cluster.
We can confirm that everything is working as expected by running the following command on the
target cluster:
sudo rbd --cluster remote mirror pool status rbd –verbose

In the previous screenshot, we can see that our mirror_test RBD is in a up+replaying state; this means
that mirroring is in progress, and we can see via entries_behind_master that it is currently up-to-date.
Also note the difference in the output of the RBD info commands on either of the clusters. On the
source cluster, the primary status is true, which allows you to determine which cluster the RBD is the
master state and can be used by clients. This also confirms that although we only created the RBD on
the primary cluster, it has been replicated to the secondary one.
The source cluster is shown here:

The target cluster is shown here:

Performing RBD failover
Before we failover the RBD to the secondary cluster, let's map it, create a file system, and place a
file on it, so we can confirm that the mirroring is working correctly. As of Linux kernel 4.11, the
kernel RBD driver does not support the RBD journaling feature required for RBD mirroring; this
means you cannot map the RBD using the kernel RBD client. As such, we will need to use the rbd-nbd
utility, which uses the librbd driver in combination with Linux nbd devices to map RBDs via user
space. Although there are many things which may cause Ceph to experience slow performance, here
are some of the most likely causes.
sudo rbd-nbd map mirror_test

sudo mkfs.ext4 /dev/nbd0

sudo mount /dev/nbd0 /mnt
echo This is a test | sudo tee /mnt/test.txt
sudo umount /mnt
sudo rbd-nbd unmap /dev/nbd0
Now lets demote the RBD on the primary cluster and promote it on the
secondary
sudo rbd --cluster ceph mirror image demote rbd/mirror_test
sudo rbd --cluster remote mirror image promote rbd/mirror_test

Now, map and mount the RBD on the secondary cluster, and you should be able to read the test text
file that you created on the primary cluster:

We can clearly see that the RBD has successfully been mirrored to the secondary cluster, and the file
system content is just as we left it on the primary cluster.
If you try and map and mount the RBD on the cluster where the RBD is not in the

primary state, the operation will just hang, as Ceph will not permit IO to an RBD
image in a non-master state.
This concludes the section on RBD mirroring.

RBD recovery
In the event that a number of OSDs have failed, and you are unable to recover them via the ceph-objectstore tool, your cluster will most likely be in a state where most, if not all, RBD images are
inaccessible. However, there is still a chance that you may be able to recover RBD data from the
disks in your Ceph cluster. There are tools that can search through the OSD data structure, find the
object files relating to RBDs, and then assemble these objects back into a disk image, resembling the
original RBD image.
In this section, we will focus on a tool by Lennart Bader to recover a test RBD image from our test
Ceph cluster. The tool allows the recovery of RBD images from the contents of Ceph OSDs, without
any requirement that the OSD is in a running or usable state. It should be noted that if the OSD has
been corrupted due to an underlying file system corruption, the contents of the RBD image may still
be corrupt. The RBD recovery tool can be found in the following github repository:
https://gitlab.lbader.de/kryptur/ceph-recovery

Before we start, make sure you have a small test RBD with a valid file system created on your Ceph
cluster. Due to the size of the disks in the test environment that we created in Chapter 2, Deploying
Ceph, it is recommended that the RBD is only a gigabyte in size.
We will perform the recovery on one of the monitor nodes, but in practice, this recovery procedure
can be done from any node that can access the Ceph OSD disks. To access the disks, we need to make
sure that the recovery server has sufficient space to recover the data.
In this example, we will mount the remote OSDs contents via sshfs, which allows you to mount remote
directories over ssh. However in real life, there is nothing to stop you from physically inserting disks
into another server or whatever method is required. The tool only requires to see the OSDs data
directories:
1. First, we need to clone the Ceph recovery tool from the Git repository.
git clone https://gitlab.lbader.de/kryptur/ceph-recovery.git

2. Also, make sure you have sshfs installed:
sudo apt-get install sshfs

3. Change into the cloned tool directory, and create the empty directories for each of the OSDs:
cd ceph-recovery
sudo mkdir osds
sudo mkdir osds/ceph-0
sudo mkdir osds/ceph-1
sudo mkdir osds/ceph-2

Now, mount each remote OSD to the directories that we have just created. Note that you need to make
sure your OSD directories match your actual test cluster:
sudo sshfs vagrant@osd1:/var/lib/ceph/osd/ceph-0 osds/ceph-0
sudo sshfs vagrant@osd2:/var/lib/ceph/osd/ceph-2 osds/ceph-2
sudo sshfs vagrant@osd3:/var/lib/ceph/osd/ceph-1 osds/ceph-1

Now, we can use the tool to scan the OSD directories and compile a list of the RBDs that are
available. The only parameter needed for this command is the location where the OSDs are mounted.
In this case, it is in a directory called osds. The results will be listed in the VM directory:
sudo ./collect_files.sh osds

If we look inside the VM directory, we can see that the tool has found our test RBD image. Now that
we have located the image, the next step is to assemble various objects located on the OSDs. The
three parameters for this command are the name of the RBD image found in the previous step, the size
of the image, and the destination for the recovered image file. The size of the image is specified in
bytes, and it is important that it is at least as big as the original image; it can be bigger, but the RBD
will not recover if the size is smaller:

sudo ./assemble.sh vms/test.id 1073741824 .

The RBD will now be recovered from the mounted OSD contents to the specified image file.
Depending on the size of the image, it may take a while, and a progress bar will show you its
progress.
Once completed, we can run a file system called fsck on the image to make sure that it has been
recovered correctly. In this case, the RBD was formatted with ext4, so we can use the e2fsck tool to
check the image:
sudo e2fsck test.raw

Excellent, the image file is clean, which means that there is now a very high chance that all our data
has been recovered successfully.
Now, we can finally mount the image as a loop-back device to access our data. If the command
returns no output, then we have successfully mounted it:
sudo mount -o loop test.raw /mnt

You can see that the image is successfully mounted as a loop device:

This concludes the process for recovering RBD images from dead Ceph OSDs.

Lost objects and inactive PGs
This section of the chapter will cover the scenario where a number of OSDs may have gone offline in
a short period of time, leaving some objects with no valid replica copies. It's important to note that
there is a difference between an object that has no remaining copies and an object that has a
remaining copy, but it is known that another copy has had more recent writes. The latter is normally
seen when running the cluster with min_size set to 1.
To demonstrate how to recover an object that has an out-of-date copy of data, let's perform a series of
steps to break the cluster:
1. First, let's set min_size to 1; hopefully by the end of this example, you will see why you don't ever
want to do this in real life:
sudo ceph osd pool set rbd min_size 1

2. Create a test object that we will make later make Ceph believe is lost:
sudo rados -p rbd put lost_object logo.png
sudo ceph osd set norecover
sudo ceph osd set nobackfill

These two flags make sure that when the OSDS come back online after making the write to a
single OSD, the changes are not recovered. Since we are only testing with a single option, we
need these flags to simulate the condition in real life, where it's likely that not all objects can
be recovered in sufficient time before the OSD, when the only copy goes offline for whatever
reason.
3. Shut down two of the OSD nodes, so only one OSD is remaining. Since we have set min_size to 1,
we will still be able to write data to the cluster. You can see that the Ceph status shows that the
two OSDS are now down:

4. Now, write to the object again, the write will go to the remaining OSD:
sudo rados -p rbd put lost_object logo.png

5. Now, shut down the remaining OSDS; once it has gone offline, power back the remaining 2
OSDS:

You can see that Ceph knows that it already has an unfound object even before the recovery
process has started. This is because during the peering phase, the PG containing the modified
object knows that the only valid copy is on osd.0 ,which is now offline.
6. Remove the nobackfill and norecover flags, and let the cluster try and and perform recovery. You
will see that even after the recovery has progressed, there will be 1 PG in a degraded state, and
the unfound object warning will still be present. This is a good thing, as Ceph is protecting your
data from corruption. Imagine what would happen if a 4 MB chunk of an RBD containing a
database suddenly went back in time!
If you try and read or write to our test object, you will notice the request will just hang; this is Ceph
again protecting your data. There are three ways to fix this problem. The first solution and the most
ideal one is to get a valid copy of this object back online; this could either be done by bringing osd.0
online, or by using the objectstore tool to export and import this object into a healthy OSD. But for the
purpose of this section, let's assume that neither of those options is possible. Before we cover the
remaining two options, let's investigate further to try and uncover what is going on under-the-hood.
Run the Ceph health detail to find out which PG is having the problem:

In this case, it's pg
pg:

0.31

ceph pg 0.31 query

,which is in a degraded state, because it has an unfound object. Let's query the

Look for the recovery section; we can see that Ceph has tried to probe "osd": "0" for the object, but it
is down. It has tried to probe "osd": "1" for the object, but for whatever reason it was of no use, we
know the reason is that it is an out-of-date copy.
Now, let's look into some more detail on the missing object:
sudo ceph pg 0.31 list_missing

The need and have lines reveal the reason. We have epoch 383'5 ,but the valid copy of the object exists
in 398'6; this is why min_size=1 is bad. You might be in a situation where you only have a single valid
copy of an object. If this was caused by a disk failure, you would have bigger problems.
To recover from this, we have two options: we can either choose to use the older copy of the object
or simply delete it. It should be noted that if this object is new and an older copy does not exist on the
remaining OSDS, then it will also delete the object.
To delete the object, run this:
ceph pg 0.31 mark_unfound_lost delete

To revert it, run this:
ceph pg 0.31 mark_unfound_lost revert

This concludes recovering from unfound objects.

Recovering from a complete monitor failure
In the a unlikely event that you lose all of your monitors, all is not lost. You can rebuild the monitor
database from the contents of the OSDs by the use of the ceph-objectstore tool.
To set the scenario, we will assume that an event has occurred and has corrupted all three monitors,
effectively leaving the Ceph cluster inaccessible. To recover the cluster, we will shut down two of
the monitors and leave a single failed monitor running. We will then rebuild the monitor database,
overwrite the corrupted copy, and then restart the monitor to bring the Ceph cluster back online.
The objectstore tool needs to be able to access every OSD in the cluster to rebuild the monitor
database; in this example, we will use a script, which will connect via ssh to access the OSD data. As
the OSD data is not accessible by every user, we will use the root user to log in to the OSD hosts. By
default, most Linux distributions will not allow remote, password-based root logins, so ensure you
have copied your public ssh key to the root users on some remote OSD nodes.
The following script will connect to each of the OSD nodes specified in the hosts variable, and it
will extract the data required to build the monitor database:
#!/bin/bash
hosts="osd1 osd2 osd3"
ms=/tmp/mon-store/
mkdir $ms
# collect the cluster map from OSDs
for host in $hosts; do
echo $host
rsync -avz $ms root@$host:$ms
rm -rf $ms
ssh root@$host <<EOF
for osd in /var/lib/ceph/osd/ceph-*; do
ceph-objectstore-tool --data-path \$osd --op update-mon-db --mon-store-path $ms
done
EOF
rsync -avz root@$host:$ms $ms
done

This will generate the following contents in the /tmp/mon-store directory:

We also need to assign new permissions via the keyring:

sudo ceph-authtool /etc/ceph/ceph.client.admin.keyring --create-keyring --gen-key -n client.admin --cap mon 'all

sudo ceph-authtool /etc/ceph/ceph.client.admin.keyring --gen-key -n mon. --cap mon 'allow *'
sudo cat /etc/ceph/ceph.client.admin.keyring

Now that the monitor database is rebuilt, we can copy it to the monitor directory, but before we do so,
let's take a backup of the existing database:
sudo mv /var/lib/ceph/mon/ceph-mon1/store.db /var/lib/ceph/mon/ceph-mon1/store.bak

Now, copy the rebuilt version:
sudo mv /tmp/mon-store/store.db /var/lib/ceph/mon/ceph-mon1/store.db
sudo chown -R ceph:ceph /var/lib/ceph/mon/ceph-mon1

If you try and start the monitor now, it will get stuck in a probing state, as it tries to probe for other
monitors. This is Ceph trying to avoid a split-brain scenario; however in this case, we want to force
it to form a quorum and go fully online. To do this, we need to edit monmap, remove the other monitors,
and then inject it back into the monitors database:
sudo ceph-mon -i mon1 --extract-monmap /tmp/monmap

Check the contents of the monmap:
sudo monmaptool /tmp/monmap –print

You will see that there are three mons present, so let's remove two of them:
sudo monmaptool /tmp/monmap --rm noname-b
sudo monmaptool /tmp/monmap --rm noname-c

Now, check again to make sure they are completely gone:
sudo monmaptool /tmp/monmap –print

sudo ceph-mon -i mon1 --inject-monmap /tmp/monmap

Restart all your OSDs, so they rejoin the cluster; then you will be able to successfully query the
cluster status and see that your data is still there:

This concludes the section of this chapter on how to recover from a complete monitor failure.

Using the Cephs object store tool
Hopefully, if you have followed best practice, your cluster is running with three replicas and is not
configured with any dangerous configuration options. Ceph, in most cases, should be able to recover
from any failure.
However, in the scenario where a number of OSDs go offline, a number of PGs and/or objects may
become unavailable. If you are unable to reintroduce these OSDs back into the cluster to allow Ceph
to recover them gracefully, then the data in those PGs is effectively lost. However, there is a
possibility that the OSD is still readable to use the objectstore tool to recover the PGs contents. The
process involves exporting the PGs from the failed OSDs and then importing the PGs back into the
cluster. The objectstore tool does require that the OSDs internal metadata is still in a consistent state,
so full recovery is not guaranteed.
In order to demonstrate the use of the objectstore tool, we will shut down two of our three test cluster
OSDs, and then recover the missing PGs back into the cluster. In real life, its unlikely you would be
facing a situation where every single PG from the failed OSDs is missing, but for demonstration
purposes, the required steps are the same:
1. First, let's set the pool size to 2, so we can make sure that we lose all the copies of some PGs
when we stop the OSD service:

2. Now, shut down two of the OSD services, and you will see from the Ceph status screen that the
number of PGs will go offline:

3. Running a Ceph health detail will also show which PGs are in a degraded state:

The stale PGs are the ones that no longer have a surviving copy, and it can be seen that the
acting OSD is the one that was shut down.
If we use grep to filter out just the stale PGs, we can use the resulting list to work out what PGs
we need to recover. If the OSDs have actually been removed from the cluster, then the PGs
will be listed as incomplete rather than stale.
4. Check the OSD to make sure the PG exists in it:

5. We will now use the objectstore tool to export the pg to a file. As the amount of data in our test
cluster is small, we can just export the data to the OS disk. In real life, you probably want to
consider connecting additional storage to the server. USB disks are ideal for this, as they can
easily be moved between servers as part of the recovery process:

sudo ceph-objectstore-tool --op export --pgid 0.2a --data-path /var/lib/ceph/osd/ceph-2 --file 0.2a_

If you experience an assert while running the tool, you can try running it with the --skipjournal-replay flag, which will skip replaying the journal into the OSD. If there was any
outstanding data in the journal, it will be lost. But this may allow you to recover the bulk
of the missing PGs that would have otherwise been impossible. And repeat this until you
have exported all the missing PGs.
6. Now, we can import the missing PGs back into an operating OSD; while we could import the
PGs into an existing OSD, it is much safer to perform the import on a new OSD, so we don't risk
further data loss. For this demonstration, we will create a directory-based OSD on the disk used
by the failed OSD. It's highly recommended in a real disaster scenario that the data would be
inserted into an OSD running on a separate disk, rather than using an existing OSD. This is done
so that there is no further risk to any data in the Ceph cluster.

Also, it doesn't matter that the PGs that are being imported are all inserted into the same
temporary OSD. As soon as Ceph discovers the objects, it will recover them to the
correct location in the cluster.
7. Create a new empty folder for the OSD:
sudo mkdir /var/lib/ceph/osd/ceph-2/tmposd/

8. Use ceph-disk to prepare the directory for Ceph:
sudo ceph-disk prepare

/var/lib/ceph/osd/ceph-2/tmposd/

9. Change the ownership of the folder to the ceph user and the group:
sudo chown -R ceph:ceph /var/lib/ceph/osd/ceph-2/tmposd/

10. Activate the OSD to bring it online:
sudo ceph-disk activate

/var/lib/ceph/osd/ceph-2/tmposd/

11. Set the weight of the OSD to stop any objects from being backfilled into it:
sudo ceph osd crush reweight osd.3 0

12. Now, we can proceed with the PG import, specifying the temporary OSD location and the PG
files that we exported earlier:
sudo ceph-objectstore-tool --op import --data-path /var/lib/ceph/osd/ceph-3 --file 0.2a_export

13. Repeat this for every PG that you exported previously. Once complete, reset file onwership and
restart the new temp OSD:
sudo chown -R ceph:ceph /var/lib/ceph/osd/ceph-2/tmposd/
sudo systemctl start ceph-osd@3

14. After checking the Ceph status output, you will see that your PGs are now active, but in a
degraded state. In the case of our test cluster, there are not sufficient OSDs to allow the objects
to recover to the correct amount of copies. If there were more OSDs in the cluster, the objects
would then be backfilled around the cluster and would recover to full health with the correct
number of copies.

Investigating asserts
Assertions are used in Ceph to ensure that during the execution of the code any assumptions that have
been made about the operating environment remain true. These assertions are scattered throughout the
Ceph code and are designed to catch any conditions that may go on to cause further problems if the
code is not stopped.
If you trigger an assertion in Ceph, it's likely that some form of data has a value that is unexpected.
This may be caused by some form or corruption or unhandled bug.
If an OSD causes an assert and refuses to start anymore, the usual recommended approach would be
to destroy the OSD, recreate it, and then let Ceph backfill objects back to it. If you have a
reproducible failure scenario, then it is probably also worth filing a bug in the Ceph bug tracker.
As mentioned several times in this chapter, OSDs can fail either due to hardware faults or soft faults
in either the stored data or OSD code. Soft faults are much more likely to affect multiple OSDs at
once; if your OSDs have become corrupted due to a power outage, then it's highly likely that more
than once OSD will be affected. In the case, where multiple OSDs are failing with asserts and they
are causing one or more PG's in the cluster to be offline, simply recreating the OSDs is not an option.
The OSDs that are offline contain all the three copies of the PG, and so, recreating the OSDs would
make any form of recovery impossible and result in permanent data loss.
First, before attempting the recovery techniques in this chapter, such as exporting and importing PGs,
investigation into the asserts should be done. Depending on your technical ability and how much
downtime you can tolerate before you need to start focusing on other recovery steps, investigating the
asserts may not result in any success. By investigating the assert and looking through the Ceph source
referenced by the assert, it may be possible to identify the cause of the assert. If this is possible then a
fix can be implemented in the Ceph code to avoid the OSD asserting. Don't be afraid to reach out to
the community for help on these matters.
In some cases the OSD corruption may be so severe that even the objectstore tool may itself assert
when trying to read from the OSD. This will limit the recovery steps outlined in this chapter, and
trying to fix the reason behind the assert might be the only option. Although by this point, it is likely
that the OSD has sustained heavy corruption, and recovery may not be possible.

Example assert
The following assert was taken from the Ceph user's mailing list:

2017-03-02 22:41:32.338290 7f8bfd6d7700 -1 osd/ReplicatedPG.cc: In function 'void ReplicatedPG::hit_set_trim(Rep
osd/ReplicatedPG.cc: 10514: FAILED assert(obc)

ceph version 0.94.7 (d56bdf93ced6b80b07397d57e3fa68fe68304432)
1: (ceph::__ceph_assert_fail(char const*, char const*, int, char const*)+0x85) [0xbddac5]
2: (ReplicatedPG::hit_set_trim(ReplicatedPG::RepGather*, unsigned int)+0x75f) [0x87e48f]
3: (ReplicatedPG::hit_set_persist()+0xedb) [0x87f4ab]
4: (ReplicatedPG::do_op(std::tr1::shared_ptr<OpRequest>&)+0xe3a) [0x8a0d1a]
5: (ReplicatedPG::do_request(std::tr1::shared_ptr<OpRequest>&, ThreadPool::TPHandle&)+0x68a) [0x83be4a]
6: (OSD::dequeue_op(boost::intrusive_ptr<PG>, std::tr1::shared_ptr<OpRequest>, ThreadPool::TPHandle&)+0x405) [0
7: (OSD::ShardedOpWQ::_process(unsigned int, ceph::heartbeat_handle_d*)+0x333) [0x69ab33]
8: (ShardedThreadPool::shardedthreadpool_worker(unsigned int)+0x86f) [0xbcd1cf]
9: (ShardedThreadPool::WorkThreadSharded::entry()+0x10) [0xbcf300]
10: (()+0x7dc5) [0x7f8c1c209dc5]
11: (clone()+0x6d) [0x7f8c1aceaced]

The top part of the assert shows the function from where the assert was triggered and also the line
number and file where the assert can be found. In this example, the hit_set_trim function is apparently
the cause of the assert. We can look into the ReplicatePG.cc file around line 10514 to try and understand
what might have happened. Note the version of the Ceph release (0.94.7), as the line number in
GitHub will only match if you are looking at the same version.
From looking at the code, it appears that the returned value from the get_object_context function call is
directly passed to the assert function. If the value is zero, indicating the object containing the hitset to
be trimmed could not be found, then the OSD will assert. From this information, there is a chance that
investigation could be done to work out why the object is missing and recover it. Or the assert
command could be commented out to see if it allows the OSD to continue functioning. In this example,
allowing the OSD to continue processing will likely not cause an issue, but in other cases, an assert
may be the only thing stopping more serious corruption from occurring. If you don't understand 100%
why something is causing an assert, and the impact of any potential change you might make, seek help
before continuing.

Summary
In this chapter, you have learned how to troubleshoot Ceph when all looks lost. In the event that Ceph
is unable to recover PGs itself, you now understand how to manually rebuild PGs from failed OSDs.
You can also rebuild the monitor's database in the event that you lose all of your monitor nodes but
still have access to your OSDs. In the event of a complete cluster failure that you are unable to
recover from, you also have gone through the process of recreating RBDs from the raw data
remaining on your OSDs. Finally, you have configured two separate Ceph clusters and configured
replication between them using RBD mirroring to provide a failover option, should you encounter a
complete Ceph cluster failure.

